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RESEARCH GOALS

• Investigate the impact of permanent hardware-induced faults (Silent Data 
Corruptions) that alter predictions without causing system crashes in safety-critical 
domains [1].

• Develop robust, software-level, real-time fault detection mechanisms to enhance 
DNN reliability.

• Optimize these solutions to ensure minimal computational overhead, making them 
suitable for edge computing environments.

FAULT DETECTION IN CNN

Early Detection through Tensor-Related-Metrics [2]

• The goal of the project is to exploit intermediate inference results to find anomalies early.

• The method applies tensor-related metrics  (e.g., Minkowski, MSE, Tensor Sum) to Output 
Feature Maps (OFMs).

Evaluation parameters:
o Wasserstein Distance: Employed to quantify the dissimilarity between two probability 

distributions. higher distance indicates that the metric can identify and separate SDC-1 faults 
from masked or non-critical ones.

o Time required to compute the metric.    

FAULT DETECTION IN SEGMENTATION NNS

BENCHMARK SUITE OF NNS  FOR RELIABILITY INVESTIGATION 

The best metrics with high separation for SDC-1 Faults combined with low overhead across two 
topological approaches are:
▪ Tensor Comparison (Redundancy): Minkowski Distance: it measures the distance between two 

tensors in a normed vector space. It is the most effective metric for classifying SDC-1 faults, 
identifying approximately 95% of them and achieving a Wasserstein distance > 0.9

▪ Single Tensor (No Redundancy): TSum / Embedding Sum: it delivers good detection 
performances (Wasserstein values around 0.8) while incurring very low computational costs.

Tensor Metrics for Fault Detection Enhanced with ITL Strategy [3]

Phase 1- Internal Representation Analysis

Phase 2 - Logit Analysis and ITL selection and execution

• To monitor the Embedding Sum of intermediate OFMs (σ 𝒂) against a pre-computed 

statistical threshold 𝒕𝟏 for each layers 𝒊.
• It instantly flags "Easy-to-Detect" faults (macroscopic anomalies) early in the inference 

pipeline when the Embedding Sum overtake the threshold 𝒕𝟏.
• It filters out approximately 98.6% of critical inferences with near-zero computational 

overhead.

• To address “Hard-to-Detect" faults that escape 
Phase 1.

• To analyze final logits using the Top2Diff metric 
on a precomputed threshold 𝒕𝟐.

• If ambiguity is detected, trigger a targeted Image 
Test Library (ITL).

• It achieves an overall detection rate of over 99% 
for critical inferences (up to 99.7%).
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APSS Metrics (Area, Position, Symmetry, Shape) [4]

• In segmentation, defining "criticality" is difficult, and 
runtime ground-truth is unavailable on-line.

• The APSS metrics focus on geometric properties of output prediction masks at the pixel level 
against pre-profiled thresholds:

1. Thresholds Calibrations: 2. Fault Detection:

Validation & Impact

Faulty Output Dataset (FOD)

Open-source dataset [4] generated using a subset of the Cityscapes validation set and the Fast-
SCNN segmentation model.

The FOD is designed to share:
• 68,000 image–fault pairs 

The frame ID
• The number of injections
• Metrics
• The fault label (Critical / 

Not critical)

High-Fidelity 
Data: Manually 
labeled to 
ensure high 
precision and 
near-zero 
annotation error

• APSS metrics achieve >99% detection 
accuracy for critical inferences.

• It matches the detection capability of offline 
State-of-the-Art (SOTA) metrics but operates 
entirely on-line.

• Current research addresses the lack of comparable baselines for assessing DNN resilience and 
reliability.

• 16 FP32 CNN models (ResNet, DenseNet, GoogLeNet, MobileNetV2, VGG, DeepLabV3) trained 
on 4 datasets (CIFAR-10/100, GTSRB, Pascal-VOC) on 2 frameworks are shared with:

• Source Code
• Trained weights
• Injection tools
• Fault Lists with Resilience Characterization

• Identical architectures, trained on PyTorch vs. TensorFlow, exhibit distinct 
fault propagation patterns due to low-level implementation differences.

• Establishes an open-source (ReADLBench GitHub) "common ground” for 
fair and reproducible comparisons of detection and mitigation strategies.
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Benchmark Suite for Resilience Assessment of Deep Learning Models [5]

FOD Label \ 
Prediction

Critical Non-critical

Critical 99.05% (TP) 0.95% (FN)

Non-critical 1.83% (FP) 98.17% (TN)

This research establishes a comprehensive framework for DNN reliability in edge computing. By 
moving from lightweight tensor metrics in standard CNNs to geometry-based evaluation (APSS) in 
complex segmentation tasks, the work provides robust online fault detection. Finally, the proposed 
benchmark suite unifies these efforts, offering a standardized baseline to evaluate future fault 
detection and mitigation strategies.

CONCLUSIONS 

Model Family Specific  Architectures Datasets Frameworks Injected Faults

ResNet 18, 20, 32, 44 CIFAR-10/100, GTSRB PyTorch, TensorFlow 16 600 per model

DenseNet 121, 161 CIFAR-10/100, GTSRB PyTorch, TensorFlow 16 600 per model

VGG 11, 13 CIFAR-10/100, GTSRB PyTorch, TensorFlow 16 600 per model

GoogLeNet Standard CIFAR-10/100, GTSRB PyTorch, TensorFlow 16 600 per model

MobileNetV2 Standard CIFAR-10/100, GTSRB PyTorch, TensorFlow 16 600 per model

DeepLabV3 Standard Pascal-VOC PyTorch, TensorFlow 1852
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