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A. Motivations and Problem Statements

DNNs on FPGA

• Time multiplexing

• Layer by layer computation

• Weights in memory

• All layers in hardware

e.g., FINN, hls4ml
Streamlining data flow

architectures

Explicit components for 

MAC and activation 

(fully/partially unrolled)

Hardwire weights

into LUTS

• e.g., LogicNets, 

NullaNet, PolyLUT

C. Taxonomy of DNNs for FPGA Implementations 

D. Ultra-Low Latency and Extreme-Throughput Echo State Neural Networks on FPGA (ARC’25)

E. CRC: Compressed Reservoir Computing on FPGA via Joint HSIC LASSO-based Pruning and Quantization (WiPiEC’25)

F. A Two-Stage Approximation Methodology for Efficient DNN Hardware Implementation (DDECS’25)

• Presents a fully quantized and streamlining RC model

• Outperform prior FPGA-based implementations

• For instance, achieve ultra-low latency of 9.5 ns and extreme throughput 

of 100 Megasamples/s while preserving the accuracy of single-precision 

floating-point models

• Proposes compressed RC network FPGA-based deployment

• CRC framework leverages a novel feature-selection pruning mechanism 

capable of identifying and removing redundant neurons based on 

nonlinear dependencies

• CRC framerork leads to 12× lower resource utilization and 10× energy reduction without accuracy degradation

• The compressed models maintain comparable performance while achieving an even higher throughput of 188 Msps

• Introduces a two-stage approximation approach for deep 

DNNs for feed-forward ones

• LogicNets methodology is leveraged for the first stage

• of approximation

• CIRCA framework is configured for RTL approximation 
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• Existing DNN accelerators impose high inference latency

• Direct logic implementation improves performance, but scalability 

remains a key limitation 

• Need for efficient model compression for resource-constrained 

hardware mapping, in particular FPGAs

• Trade-offs between accuracy, resource usage, energy, throughput, 

• and latency for FPGA-based accelerators 

• Achieving high-throughput, low-latency accelerators for various 

DNN models (e.g., MLP, CNNs, RNNs…)

CIRCA

Store weights into 

registers

LUT-based networks

(fully unrolled)

PE- based

architectures

CNN-based MLP-based

B. Contributions

• Develop an automated toolflow for generating FPGA accelerators 

for FFNN and RNN models in direct logic style

• Employ compression techniques to optimize direct logic neural 

networks, a streamlining, fully unrolled form of DNNs on FPGAs

• Achieve extreme throughput and low latency while reducing 

resource usage and keeping accuracy

• Introduce novel approximations as well as RTL approximation to 

further improve efficiency and throughput 

• Evaluate performance on standard benchmark datasets for both 

FFNN and RNN

LogicNets
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