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Model and System Co-design for Distributed DNN Inference 
on Edge Heterogeneous Devices

• Executing DNN inference locally ensures 
low latency and enhanced privacy 
compared to conventional cloud-based 
solutions.

• DNNs are computationally and memory-
intensive, posing significant challenges for 
resource-constrained edge devices.

• Efficient inference techniques, e.g. pruning 
[1], quantization [2], distributed inference 
[3, 4].

Background

Adaptive Ensembles of Dynamic DNNs [6] 

• Ensemble inference adopts a multi-model approach for processing identical 
inputs but uses diverse model instances to generate distinct inference results. 

• By aggregating these diverse outputs, the ensemble can effectively cancel out 
uncorrelated individual errors and achieve superior accuracy compared to any 
single constituent model.

• Dynamic DNNs provide on-device adaptability and can naturally adapt to the 
heterogeneous performance of different devices, without requiring device-
specific retraining.

• Dynamic DNNs enable on-device adaptability while ensemble inference 
enables cross-device adaptability through collaboration among multiple 
devices.”

Conclusion

• This work contributes to efficient and adaptive distributed DNN inference across 
heterogeneous edge environments.

• At the system level, we characterize heterogeneous computing profiles and propose a 
hardware-aware hybrid partitioning framework.

• At the model level, we introduce Fluid Dynamic DNNs and adaptive ensembles of Dynamic
DNNs, supported by dedicated distributed systems to enhance inference performance and 
reliability.

• Overall, by co-optimizing from both model and system perspectives, we establish a more 
adaptive, efficient, and robust paradigm for distributed inference.

Fluid Dynamic DNNs [5]

Model Partitioning and Distribution

• Considering heterogeneous 
hardware performance under 
varying workload configurations.

 
• Exploring both Inter-layer and intra-

layer partitioning of DNN inference.
 
• Balancing latency and energy 

consumption.
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Dynamic DNN can still work when worker device fails, 
i.e. run the 50% model on the Master device at reduced 
accuracy but increased throughput.

Static DNN fails when any device fails. 
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Fluid Dynamic DNN can still work when any one devices fails, i.e. 
run the 50% model.
High-Throughput (HT) mode and High-Accuracy (HA) mode when 
no device fails.

• Implementation and Experiments

• A small DNN model with three convolution layers and one fully connected layer. The [25%, 50%, 75%, 100%] sub-
networks have [4,8,12,16] (3x3) kernels, respectively

• Models are trained on MNIST dataset.
• CPU of Nvidia Jetson Xavier NX platform.

System Architecture of distributed ensemble inference

Ensemble  accuracy from different combinations of Dynamic DNNs

• Model: ResNet-18 [7]
• Width configurations: {0.25, 0.5, 0.75, 1.0} using a training granularity of 0.25. 
• Dataset: CIFAR-100

Experiments & Evaluation:

• Hardware: Nvidia Jetson Nano, Nvidia Jetson Xavier and Raspberry Pi 5.
• Communication: TCP/IP protocol.
• Deadline: {0.2, 0.4, 0.6} seconds.
• Comparisons: 

Dynamic DNNs on single device [8]
Static Ensemble DNN inference (target deadline = 0.4s) [9]
Distributed DNN inference [10]

• A Fluid Dynamic DNN model trained via a nested incremental training algorithm, which reduces inter-channel 
dependencies. Each resulting partition can be treated as an independent sub-network (e.g. C*, C*D*), enabling 
flexible and modular inference.

• Distributed inference based on fluid DNNs supports two modes:
• Independent inference, where each model operates separately to improve system throughput.
• Collaborative inference, where models jointly contribute as parts of a complete network to enhance accuracy.

• In the presence of device failures, fluid DNN-based systems can still produce valid inference results through 
partial and independent execution, ensuring robust performance under dynamic conditions.
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