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This Ph.D. research investigates how modern AI systems, particularly domain-specialized agentic systems 
and large language models, can be designed, evaluated, and deployed across diverse domains. In 
cybersecurity, we construct open benchmarks and develop multi-agent solving frameworks that enable 
autonomous CTF challenge solving with progressively improved performance. In AI-aided EDA, we study data 
contamination, IP leakage, machine unlearning, and hardware Trojan detection to ensure secure and efficient 
RTL code generation. For quantum computing, we build curated datasets and fine-tuned models that 
substantially improve quantum code generation. In ML security, we propose reinforcement-learning-based 
jailbreak attacks and enhanced deepfake detection through optical flow and spatial feature fusion. Together, 
these efforts advance the responsible deployment of agentic AI in security-critical applications.

Overview

   NYU CTF Bench contains 200 validated challenges from a total of 528 challenges created for NYU’s CSAW 
CTFs over the last decade. Challenges span common the CTF categories: crypto, forensics, pwn, reverse, web, 
and misc. Such categoriezed challenge variety permits for a comprehensive evaluation of agents’ capabilities 
across different security disciplines. 

   

   To interact with the autonomous agent each challenge is dockerized with its image hosted on Docker Hub. A 
challenge.json file  provides necessary source files for solving the challenge, the coveted flag, and for 
server-based challenges, the host and port information for pre-built docker images server.

   In CTF competitions each category benefits from specific tools and libraries. For example, in the cryptography 
category tasks solvers typically use python libraries such as gmpy2 and SageMath. The autonomous agent 
decides based on the provided challenge prompt what tools to download in order to locate and exploit security 
vulnerabilities

Section 1: LLM Agents for Offensive Security - Benchmarks

   

   

Top Right: Main results for EnIGMA performance on the NYU CTF Bench compared to LLM CTF Agent with \% 
solved metric, pass@1 for our agent and pass@5 for NYU CTF baseline. 

Top Left: EnIGMA and LLM CTF Agent’s performance on three benchmarks with multiple LLMs

Section 1: LLM Agents for Offensive Security - Evaluation

   The LLM CTF Agent works as our baseline for automated LLM CTF solving which supports a variety of LLM 
services from providers like OpenAI and Anthropic, as well as open-source models from vLLM and TGI. The 
system can handle challenges either from Docker containers or local files.

  LLM CTF Agent has a tool module allows the frameworks to execute built-in functions and commends, also 
do the reverse engineering on programs and submit the flag obtained. 

   EnIGMA enhances cybersecurity by tackling Capture The Flag (CTF) challenges with a systematic approach 
consisting of Content, Thoughts, and Actions. It analyzes environmental data and previous interactions, 
devises strategies, and implements them using specialized tools, dynamically adapting to solve complex 
problems. When it identifies a potential flag, it verifies its correctness with dedicated tools.

Section 1: LLM Agents for Offensive Security - Agents

Large Language Models have achieved impressive results in Verilog code generation, yet data contamination, 
where benchmark data leaks into training datasets, threatens evaluation validity. This work presents the first 
systematic contamination analysis of hardware coding benchmarks VerilogEval and RTLLM across 
commercial and open-source LLMs, and explores mitigation strategies that reduce contamination while 
preserving code quality.

Large language models offer significant potential for Verilog code generation, yet fine-tuning with proprietary 
intellectual property presents a serious risk of IP leakage through model inference. This work presents 
VeriLeaky, the first study to quantify IP leakage in LLM-driven hardware design. Using LLaMA 3.1-8B 
fine-tuned with tape-out-validated in-house IP, we measure structural similarity and formal equivalence 
between generated codes and original designs, confirming that substantial leakage occurs across various 
fine-tuning and inference configurations.

Section 2: LLM-aided EDA for Data Security

PennyCoder, a lightweight framework for PennyLane-based quantum code generation designed for local and 
embedded deployment without external API dependence. PennyCoder fine-tunes LLaMA 3.1-8B using 
parameter-efficient Low-Rank Adaptation on a curated quantum programming dataset, achieving substantial 
improvements in functional correctness over both the base model and retrieval-augmented baselines across tasks 
spanning quantum algorithms, quantum machine learning, and quantum reinforcement learning.

RAVEN is a multi-agent framework that leverages large language models and retrieval-augmented generation to 
automatically synthesize comprehensive vulnerability analysis reports from vulnerable source code. RAVEN 
coordinates an Explorer, Analyst, and Reporter agent with a curated knowledge base of real-world vulnerability 
reports and CWE entries, and employs an LLM-as-a-Judge module to evaluate report quality across structural 
integrity, factual grounding, code reasoning, and remediation.

Section 3: Other Applications on LLMs

Bottom Left: Average cost ($) per solved 
instance by category. 
Claude and GPT-4 Turbo did not solve any 
web instance which was marked as N/A.

To mitigate IP leakage, we evaluate logic 
locking as a defense mechanism applied 
to proprietary Verilog codes before 
fine-tuning. While locking reduces 
leakage to some degree, its effectiveness 
varies significantly across locking 
strategies, fine-tuning configurations, and 
prompting approaches. Moreover, locking 
notably degrades the model's code 
generation quality, highlighting the need 
for novel protection techniques that 
balance IP security with fine-tuning utility.


