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How we answer in 3 steps: Which architecture is optimal for my 
own use case before investing time in RTL?

• What: Computer-aided architecture 
performance emulator

• Why: Multi-objective design target, 
enormous hardware design space, RTL 
development is slow.

• How: frontend, efficient mapper, validated 
hardware cost model

DSE Emulator: What, Why and How?

Step 1: Frontend
• Use case: identifying obstacles in traffic

• Metric: time (FPS), energy, area, carbon..

• Tricks: new device (IGZO, RRAM/SRAM), sparsity..
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Step 2: Efficient Mapper

• Identify the optimal mapping and execution ordering 
(maximizing reuse/memory utilization, et.al.)

 for k1 = [0, 4):
  for n1 = [0, 4)

   for m0 = [0, 16):

Temporal unrolling

PE PE ... PE

PE PE ... PE

... ... ......

PE PE ... PE

SRAM
m0=16,  n1=4

DRAM
k1=4, n1=4

PE Array

Spatial unrolling

Dense for loops

 for k1 = [0, 4):
  for n1 = [0, 4):

   for n1 = [0, 4):
    for m0 = [0, 16):

Temporal unrolling

Spatial unrolling

Sparse for loops

More loops per memory

    parfor n0=[0, 16):
     parfor k0=[0, 16):
       O += I × W

    parfor k0=[0, 16):
     parfor n0=[0, 32):
       O += I × W

Step 3: Validated Cost Model

• Silicon validation: <5% mismatch in maximum

• Speed: 21x-3190x faster than RTL simulation
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Emulator: 1-3s

Emulator
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Example Outputs
• Performance trend: >15x gap between the macro-
level and system-level metric

• Performance spread: 20% extra latency in the 
worst case1e5
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Latency [cc]
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Enormous design space 
→ Which one is optimal 
for my own use case?
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