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Introduction
Exponentially growing data generation is
driving unsustainable data center energy
consumption. With Dennard scaling ended
and Moore’s Law saturating, FPGA-based
SoCs offer a promising solution for near-data
processing through application-tailored
hardware acceleration at network and storage
interfaces. However, modern Big Data
systems employ flexible NoSQL formats
(JSON, Apache Avro, Apache Parquet)
requiring extensive preprocessing before
existing FPGA accelerators can process
them.

SPEAR-JSON Pushdown Automaton (Parsing & Projection) [HWT23]
A projection-based parsing accelerator that extracts only relevant attributes from JSON documents, leading to highly resource-efficient designs.
Unlike related works, SPEAR-JSON supports parsing arbitrary JSON structures using a pushdown-automaton without requiring fixed schemas or
post-processing.
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Raw Filtering (Preprocessing) [Hah+22; HWT22]

Specialized raw filters eliminate unwanted data directly at the source before transmission to
downstream processing stages. Our hardware implementation supports numeric range queries
and structural context awareness, substantially reducing false positive rates. The filters
guarantee zero false negatives, ensuring correctness. Automated design space exploration
techniques identify optimal filter configurations for specific query patterns.

. . . ” t i p a m o u n t ” . . . byte stream with one byte/cycle
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JSON-CooP Architecture (Parsing & Projection) [HWT24]

Extends SPEAR-JSON with direct compressed JSON parsing capabilities. The co-design
approach enables lazy decompression exclusively for attributes required during projection
operations, eliminating redundant decompression work.
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ABACUS & FLICS Architecture (Parsing / Transformation) [Hah+24]

An ASIP-based Avro parser that is runtime reconfigurable and schema-customizable. The
ASIP approach enables compact instruction sequences for parsing binary semi-structured formats
without requiring hardware resynthesis. FLICS extends ABACUS to perform on-the-fly Avro to
Parquet transformation.
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Big Picture: NoSQL Data Transformations

fixe
d-w

id
th

va
ria

ble-
wid

th

row-oriented

colum
nar

non-relational

re
la

tio
na

l

fixed-width
row

(struct)

encoded row
(JSON, Avro)

encoded
compressed

(compr.
JSON)

encoded
column

(Parquet)

Parsing & Projection

Compr. Parsing
[HWT24]

Parsing
[Hah+23;

Hah+24; HWT23]

Transformation

Serialization

Row-to-Column

Preprocessing

Raw Filtering
[Hah+22; HWT22]

(De-)Compression
[Hah+25]

Further Pro-
cessing

Indexing

Analytics

Storage

Storage

Exchange

Exchange

1 2

3

4

5

6

System Architecture
Our platform uses Xilinx Zynq ZCU106 PSoCs featuring a quad-core ARM® Cortex®-A53
processor and programmable logic with a static region (DMA engines, NVMe/Ethernet IP
cores) and six dynamically reconfigurable regions for application-specific accelerators.
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Message Broker Demonstration:

1 JSON messages are received from produc-
ers via 10G Ethernet.

2 Incoming messages are compressed using
FSST, reducing storage and I/O overhead.

3 Compressed messages are persisted on
FPGA-attached NVMe SSDs.

4 Messages are retrieved when con-
sumers are registered.

5 Retrieved messages are decom-
pressed and parsed in hardware.

6 Projected attributes are delivered to
consumers via 10G Ethernet.
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