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Abstract—Diffusion models achieve state-of-the-art image gen-
eration but impose heavy computational burdens on digital com-
puters. Compute-in-memory (CIM) architectures offer promising
acceleration, but inherent noise causes severe performance degra-
dation through weight perturbations. We find that reducing sam-
pling steps improves robustness but limits generation versatility,
and that noise at earlier steps causes more severe degradation
due to error accumulation. Based on these insights, we propose
EtaMix, a novel noise-aware sampling strategy that interpolates
between stochastic and deterministic sampling without requir-
ing training or hardware modifications. EtaMix applies more
stochastic sampling initially to offset weight perturbations, then
gradually transitions to deterministic sampling. Experimental
results show EtaMix achieves up to 2.01× and 5.12× FID
improvements under different noise conditions for DDPM and
DDIM, respectively.

Index Terms—Diffusion models, Compute-in-memory, Hard-
ware noise, Noise-aware sampling

I. INTRODUCTION

Diffusion models achieve state-of-the-art image generation
through iterative denoising but incur significant computational
costs from frequent data movement between compute and
storage units [1]–[6]. Compute-in-memory (CIM) architectures
offer promising acceleration by performing operations directly
within memory arrays, but face inherent noise that cause
weight perturbations [7]–[9] degrading performance. [8], [10]–
[13]

While previous studies explored conventional neural net-
work robustness to hardware noise [7], [14]–[16], diffusion
model vulnerability remains unexplored. Given iterative sam-
pling and error accumulation across denoising steps, un-
derstanding noise impact is critical [14], [17], [18]. Fig. 1
illustrates progressive quality deterioration from sharp baseline
images to blurred, artifact-laden outputs under increasing
noise.

In this paper, we find that fewer sampling steps improve
robustness but sacrifice quality, and early-stage noise causes
severe degradation through error accumulation. Based on this,
we propose EtaMix, a training-free noise-aware sampling
strategy that adaptively interpolates between stochastic and
deterministic sampling. Our contributions include: (1) system-
atic analysis of diffusion model vulnerability to CIM hardware
noise; (2) EtaMix with comprehensive noise modeling for
improved robustness; and (3) experiments demonstrating up to

Fig. 1. Qualitative comparison of image generation quality for DDIM models
with 100 steps on CelebA dataset. Noise gradually increases from left to right.

2.01× and 5.12× FID improvements for DDPM and DDIM
respectively.

II. NOISE-AWARE ADAPTIVE SAMPLING STRATEGY

To understand our method’s foundation, we examine DDPM
and DDIM sampling processes [1], [2]. Both share the forward
diffusion process that adds Gaussian noise over T timesteps:

q(xt|xt−1) = N (xt;
√

1− βtxt−1, βtI) (1)

However, they differ in reverse sampling. DDPM uses stochas-
tic reverse process:
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while DDIM uses deterministic reverse process for faster
sampling.

DDIM introduces generalized formulation interpolating be-
tween stochastic and deterministic sampling via parameter η:
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. When η = 0, sampling

becomes deterministic (DDIM); η = 1 recovers stochastic
DDPM.



We propose EtaMix, which adaptively modulates η across
timesteps to enhance noise robustness. Our insight: stochastic
sampling at early timesteps counteracts weight perturbation
amplification, while deterministic sampling later preserves
quality. We define:

η(t) =

{
ηdefine if t ≤ tthreshold

0 if t > tthreshold
(4)

where ηdefine is empirically determined and tthreshold separates
sensitive from non-sensitive timesteps. This ensures stochastic
sampling for early sensitive steps and deterministic sampling
later.

The EtaMix process requires no model or hardware modifi-
cations, making it readily applicable to existing CIM systems
while providing noise-aware regularization that mitigates hard-
ware non-idealities.

III. EXPERIMENTS

A. Experiment Setup

We conducted experiments using four pre-trained diffu-
sion models: DDPM on CIFAR-10 (32×32), CelebA-HQ
(256×256), LSUN-Church (256×256), and LSUN-Bedroom
(256×256), employing exponential moving average (EMA)
model parameters for stable inference. All experiments were
performed on a cluster with 8 NVIDIA L20 GPUs using
the Hugging Face Diffusers library for consistent DDPM and
DDIM sampler implementations.

Our noise model accurately captures the real-world noise
characteristics extracted from the eFlash-based multi-core CIM
chip. The chip integrates four CIM arrays in a heterogeneous
SoC fabricated in a 28nm analog process. It features 8.8 Mb
of storage capacity across 4×2.2 Mb arrays, achieving high
throughput of 1152×320 operations while maintaining low
power consumption of 86mW within a compact 14.7mm2 area.

B. Experiment Results

To compare the effectiveness of the EtaMix method, we
set standard DDIM sampling as a baseline. We designed the
Inverse method, which adjusts the sampling steps by increasing
the step size for sensitive time-steps and decreasing it for
robust ones. The step size adjustment is expressed as:

∆tnew =

{
∆t0 · (1 + α), S(t) ≥ τ,

∆t0 · (1− α), S(t) < τ,
(5)

where S(t) represents the sensitivity of the time step, and α
controls the effect of sensitivity on the step size.

Fig. 2 presents a comprehensive comparison of FID scores
across four benchmark datasets, CIFAR-10, CelebA-HQ,
LSUN-Church, and LSUN-Bedroom, under varying levels of
programmatic noise. The evaluation encompasses four distinct
methods: EtaMix, Baseline (DDIM) with 100 steps, Baseline
with 20 steps, and the Inverse method. A comparative analysis
of the two baseline configurations, DDIM-100 and DDIM-20,
reveals that reducing the number of sampling timesteps en-
hances robustness, particularly under conditions of substantial

Fig. 2. The performance of EtaMix and other methods in different noise
environments and on different datasets.

noise. For instance, at a noise level of 0.08, DDIM-20 achieves
an average FID improvement of 7.9 across the four datasets
compared to DDIM-100. Notably, we observe that DDIM-20
demonstrates superior performance in low-noise environments
compared to noise-free conditions. This phenomenon can be
attributed to the loss of image details inherent in 20-timestep
generation, where noise perturbations paradoxically enhance
image detail and sharpness.

IV. CONCLUSION

In this work, we introduced EtaMix, a novel noise-aware
sampling strategy for diffusion models that improves robust-
ness under noisy conditions without requiring changes to
training or hardware. By dynamically interpolating between
stochastic and deterministic sampling, EtaMix mitigates the
impact of noise, particularly during early denoising steps.
Experimental results show significant improvements in FID for
both DDPM and DDIM under various noise conditions: 2.01×
on DDPM and 5.12× on DDIM, demonstrating enhanced
performance and stability in real-world applications.
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