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Abstract—The non-linear functions introduced to modern Trans-
formers are crucial to enhance the model performance. However,
their high numerical precision requirements pose significant
challenges for efficient inference, especially on resource-constrained
hardware. Existing approximation methods still suffer from
considerable computational overhead and limited generalization
due to their sensitivity to the statistical distribution of activations.
This limitation becomes particularly pronounced when a non-linear
approximation designed for one modality is directly applied to
another, as it fails to accommodate their divergent activation
behaviors. To overcome these issues, we propose APEX, an
efficient integer-only non-linear approximation method designed
for robustness and general applicability. APEX integrates the
computational graphs of non-linear functions into a unified
dataflow, and performs bit-level optimization through static bit
allocation and adaptive bit-width pruning (ABP), a technique
that dynamically adjusts operand precision on-chip to lower
computation costs and prevent underflow. We further co-design a
unified and adaptive hardware architecture that supports the above
two operand bit-width reduction schemes, significantly reducing
hardware cost while maintaining accuracy. Extensive experiments
across diverse language and vision models demonstrate that APEX
achieves state-of-the-art performance. It improves accuracy by
up to 0.7% on language models and 1.3% on vision models
compared to prior work, with only a slight accuracy loss in multi-
modal models. Furthermore, our proposed architecture achieves
improvements of 1.73-8.71× in area efficiency and 1.21-10.83× in
power efficiency, respectively.

Index Terms—Non-linear functions, Transformer, Hardware
accelerator, Approximate computing, Integer-only computation

I. INTRODUCTION

Recently, the introduction and development of Transformers
has significantly propelled the progress of artificial intelligence,
bringing substantial improvements to various fields such as
computer vision and natural language processing. The expressive
power of modern Transformer [1] architectures is critically de-
pendent on non-linear functions, which introduce the necessary
complexity to model intricate data patterns. However, these non-
linear functions, with their inherent need for high numerical
precision, pose a significant challenge in the pursuit of efficient
inference on resource-constrained hardware [2]. This necessitates
the development of effective non-linear computation schemes
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that retain the accuracy of the networks while minimizing
redundant computations and logic resources.

To achieve the above goal, many methods have been proposed.
One category of these methods involves piecewise linear
approximation or polynomial approximation. However, these
approaches retain floating-point computations or introduce a
large number of Look-Up Tables (LUTs), which still incur
significant area overhead [3]–[8]. Another category employs
integer-only computations [9], [10]. Although integer-only
methods have advanced computational efficiency to some extent,
they remain limited to INT32 computations and have not
attempted to further explore computational redundancy such
as investigating lower bit computations. As a result, even
integer-only schemes impose considerable resource overhead,
particularly when performing high-bit operations like INT32
multiplication.

(a) DeiT-Tiny 1st GELU (b) RoBERTa-Large 1st GELU

Fig. 1: Difference in activation distributions.

Previous work also exhibits limitations in maintaining accu-
racy in different modalities. This stems from their high sensitivity
to the specific statistical distribution of the activation values.
Methods are typically tailored to the specific data characteristics
of a single domain, such as language or vision, yet fail to
generalize. As shown in Fig. 1, the activation distributions
for a GELU layer can differ dramatically between a vision
model like DeiT-Tiny [11] and a language model like RoBERTa-
Large [12], particularly in the maximum values and the ratio of
outliers they exhibit. This distributional variance means that an



approximation optimized for one modality, such as I-BERT [9]
for language, performs poorly when directly applied to another
like vision [10], and vice versa. This challenge is magnified
in the context of large multi-modal models or cross-modal
deployment, which are becoming increasingly prevalent. In
systems like SmolVLM [13], which fuses powerful but distinct
encoders like SigLIP [14] for vision and SmolLM2 [15] for
language, a single, fixed approximation method inevitably leads
to severe accuracy degradation. The alternative of instantiating
multiple specialized hardware units for each modality results in
a prohibitive increase in area, power, and design complexity.

To address these critical issues, we proposeAPEX, an integer-
only non-linearAPproximation method forEfficient cross(X)-
modal transformer inference. The key insight behind APEX is
that different operators exhibit varying tolerance for computation
precision. APEX integrates the computational graphs of a
wide range of non-linear functions (including LayerNorm,
RMSNorm, Sigmoid, Softmax, GELU, and SwiGLU) into a
unified dataflow, and then automatically allocates the bit-width
for each operator based on requirements, starting from the input.
Another innovation of APEX is on-chip bit-width pruning, which
dynamically adjusts the bit-width for critical operator to prevent
numerical underflow while maintaining low hardware cost.
Moreover, APEX can be directly integrated into any quantized
model without expensive and time-consuming Quantization-
Aware Training (QAT) for non-linear functions. Complementing
this framework, we co-design a unified and adaptive hardware
architecture. This architecture directly confronts the challenge of
minimizing computational overhead while maintaining precision,
and it accomplishes this task effectively through unified data-
flow and dynamic bit allocation. Our main contributions are
summarized as follows:

• We develop a computational graph merging and bit al-
location process that exploits the sub-graph similarity of
nonlinear operators, which enhances operator utilization
and subsequently enables operator bit-width reduction.

• We propose an algorithm calledABP, an AdaptiveBit-
Pruning to simplify the approximate computation while
maintaining the accuracy of the models in different scenar-
ios.

• We designAPEX, an adaptive hardware architecture that
employs a unified dataflow and dynamically adjusts the
effective bit-width on-the-fly. Our proposed architecture
significantly reduces the hardware cost.

We validate our methods through extensive experiments on a
wide range of models, including language, vision, and multi-
modal architectures, demonstrating their strong generalization
capabilities and achieving state-of-the-art performance on most
scenarios. APEX improves accuracy by up to 0.7% on language
models and 1.3% on vision models over prior work. Most
significantly, to the best of our knowledge, our work is the first
to implement a comprehensive integer-only non-linear functions
approximation in a complex cross-modal model like SmolVLM,
achieving this with an slight accuracy loss. Moreover, the
APEX architecture achieves improvements of 1.73-8.71× in area
efficiency and 1.21-10.83× in power efficiency, respectively.

II. BACKGROUND AND MOTIVATION

Non-linear functions are a vital component of neural net-
works, and their proper design can significantly enhance model
performance and generalization. The Transformers architectures
utilize Softmax(1) in its attention mechanism, wherexm is
the max value of inputx. Models like GPT-1 [16] and BERT
[17] achieved significant success by employing the GELU [18]
function, as described in(3), whereerf(x) is the Error Function.
To enhance training efficiency and stabilize the norm of hidden
states, RMSNorm(4) was introduced as a simplification of the
LayerNorm(5) computation, whereµ, σ2 stands for the mean
and variance value of the input vector. The Llama [19] model
employs SwiGLU(6) in its FFN layers, which is a design choice
considered critical to its exceptional performance.

Softmax(x) =
exp(x − x max)∑N

i=1 exp(xi − x max)
(1)

σ(x) =
ex−xmax

ex−xmax + e−xmax
(2)
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x
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(
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√
2

)]
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x√
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2
i + ϵ

· w + b (4)

LayerNorm(x) =
x − µ

√
σ2 + ϵ

· w + b (5)

SwiGLU = (x · W ) · σ(x · V ) · (x · V ) (6)

A. Quantization Based Non-linear Functions’ Approximations

In hardware accelerators, quantization is a prevalent tech-
nique used to accelerate model inference, especially under the
constraints of limited logic resources and memory. Unlike linear
operations:

Soqo = Swqw · Sxqx = (SwSx)(qwqx), (7)

non-linear functions cannot be processed with simple quanti-
zation methods to reduce computational overhead due to their
nonlinearity. For illustrative purposes, we use the Softmax(8)
function as an example. It is noteworthy that, to facilitate
comprehension, we have retained the original form of the
formula without reduction:

Softmax(Sqx) =
exp(Sqx − Sq max)∑N
i=1 exp(Sqi − Sq max)

̸=
Sexp(qx − q max)

S
∑N

i=1 exp(qi − q max)
.

(8)

Non-linear operators are typically excluded from the quantiza-
tion scope and kept in high precision due to their sensitivity to
quantization noise. Such units are not hardware-friendly, as they
incur significant logic resource overhead and high computational
latency. Consequently, this leads to an increase in chip area and
power consumption, ultimately degrading overall performance.

I-BERT [9] was the first to propose an integer-only framework
for quantization-aware training and inference of large language
models. It approximates non-linear functions, such asexp(x)



anderf(x), with a binomial expansion(9), whose coefficients are
found by minimizing theL2 distance to the target function. For
the square-root operation, I-BERT utilizes the Newton-Raphson
[20] method to implement an integer-only calculation.

L(x) = sgn(x)[a(clip(|x|,max= −b) + b)2 + 1]. (9)

However, the quadratic computations used in I-BERT still
incur significant hardware overhead. Furthermore, as I-ViT [10]
points out, due to the inconsistent data distributions between
vision and language models, I-BERT’s approximation method
is not suitable for vision tasks. To address this issue, I-ViT
proposes Shiftmax and ShiftGELU, which are based on shift-
and-add operations, to approximate Softmax(1) and GELU(3),
respectively. Although I-ViT’s approximation method achieves
favorable results on vision tasks, its shift-based integer approach
suffers from underflow issues when dealing with large activation
value distributions, leading to severe accuracy degradation.

B. Existing Challenges

Previous methods have only been tested on data distributions
from specific modalities-either language or vision-where they
achieve satisfactory approximation results. However, they exhibit
poor transferability to models with distinctly different activation
characteristics. For example, I-BERT’s approximation performs
inadequately on vision models that contain numerous activation
outliers and vice versa. Moreover, to maintain accuracy, methods
such as I-BERT and I-ViT rely on 32-bit activation quantization,
which introduces considerable hardware overhead due to high-
bit multiplications [21]. In addition, existing works have
not holistically optimizing the entire non-linear module. To
overcome these limitations, we develop a robust and unified non-
linear computation scheme and co-design an efficient hardware
architecture.

III. METHODOLOGY

A. Approximation for Efficient Cross-modal Models

We still proceed from the standpoint of integer-only approx-
imation, aiming to derive a method that is both accurate and
efficient. Since exponential calculations arise frequently, we
first review the approximation techniques for the exponential
function. Denotexi as the element of the quantized input vector
x, andxm as the maximal value. When computing functions
such as softmax, we typically subtract the maximum value
x′
i = xi − x m. By incorporating the quantization scaling factor,

we obtainx′ = ⌊S · x′i⌉. We then approximatex′ usingp and
z, as shown in the equation below:

x′ = (− ln 2) · z + p, wherep ∈ (− ln 2, 0], (10)

z = ⌊−x ′
i · (S/ ln 2)⌋, (11)

p = S · (x′
i + ln 2/S · z) = S · u, (12)

ex
′
= e− ln 2·z+p = ep ≫ z, (13)

I-BERT employs a quadratic function to approximateep, we
can use the following more efficient approximation:

ep ≫ z ≈ (1 + p) ≫ z ≈ S · (⌊1/S⌋ + u) ≫ z. (14)

By substituting the above approximation into the Softmax
function, we obtain the final formula:

Softmax(x) =
exp(x′)∑
j exp(x′j)

=
(⌊1/S⌋ + u) ≫ z∑
j(⌊1/S⌋ + uj) ≫ z j

. (15)

The GELU activation function is widely adopted in modern
transformers, yet its accurate implementation is computationally
complex. We strategically approximate the GELU activation us-
ing a Sigmoid-based formulation as presented in (3), an approach
that has been demonstrated to retain high accuracy. This strategy
enables the computationally expensive exponential within the
Sigmoid to be computed using the same approximation engine
originally designed for Softmax. For both LayerNorm and
RMSNorm, we employ the same Newton–Raphson method
used in I-BERT and I-ViT to approximate the square root
operation. Additionally, since RMSNorm does not require mean
computation, we treat it as a special case of LayerNorm. The
approximations of these fundamental operators form the basis
for the following approach.

B. Computational Graph Merging and Bit-width Allocation

Although the integer-only approximations introduced above
improve computational efficiency compared to typical imple-
mentations, the variety of nonlinear operators and the inherently
high-bit computations may still introduce significant overhead.
To address this, we aim to maximize the reuse of computing
units and reduce the number of computational bits. Our primary
objective is to develop a unified, hardware-efficient datapath
for diverse non-linear functions. The methodology begins by
representing each function as a fine-grained Directed Acyclic
Graph (DAG),Gi = (Vi, Ei), where the nodes represent primi-
tive hardware operators and edges represent data dependencies.
A set of non-linear functions’ DAGs is represented asG. The
compatibility of two nodes is determined by their operator’s
definition, O = {Ops, Input Bits, Output Bits}.

Our method iteratively merges these DAGs into a single
unified graph,GU . We initializeGU with the most complicated
DAG as a “backbone”GB (e.g., Softmax) and then merge each
remaining graphGj usingGreedyMapping to obtain a common
setM . This algorithm employs a greedy strategy, processing
nodes in topological order and matching them based on operator
compatibility and predecessor consistency.

Finally, GU is reconfigured based on the mapping results.
Unmatched nodes fromGj are instantiated as new parallel
data paths, while mapped nodes with compatible but different
operator types are converted into configurable functional units
using multiplexers. This systematic process yields a single,
hardware-efficient computational graph that underpins our uni-
fied architecture, as summarized in Algorithm 1 and illustrated
for LayerNorm and Softmax in Figure 2. During this process,
we assign the inserted nodes the same bit-width corresponding
to GU . We only need to specify the bit-width of the “backbone”,
and the remaining graphs will automatically match the backbone
as much as possible. Through this approach, we judiciously
maximize operator reuse and minimize computational bit-width,
for instance, our multipliers require only 16 bits.
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Fig. 2: Computational graph merging.

Algorithm 1 Computational Graph Merging and Bit Allocation

Input: Set of functions F = {f1, . . . , fN}
Input: Library of operators O = {Op,Bitsin,Bitsout}
Output: A unified computation graph GU = (VU , EU )
Function GENERATEUNIFIEDGRAPH(F ,O)

Gi ← DECOMPOSE(fi,O) for fi ∈ F
G ← {G 1, G2, . . . , GN}
GB ← SELECTBACKBONE(G)
GU ← GB

M ← GREEDYMAPPING(GU , Gj) for Gj ∈ G
for all V um

j ← {v | v ∈ Vj ∧ v /∈ NODE(M)} do
ADDBRANCH(GU , vj) for vj ∈ V um

j

Bitsout(vj) = Bitsin(vu) ▷ Same asGU Bitsin
end for
ADDBRANCH(GU , vj) for vj ∈ V um

j

for all (vj , vu) ∈ M do ▷ Compatible node pairs
if Op(vj) ̸=Op(vu) then

MAKEMUXNODE(vu,O(vj))
Bitsout(vj) = Bitsout(vu) ▷ Same asGU Bitsout

end if
end for

return GU

end Function

By implementing this process, we can divide this unified
computational graph into three stages below:

• Stage 1: Pre-processing. This stage performs initial data
normalization. It computes the mean (i.e.,µ) or maximum
(i.e., xm) of the input vector and performs a subtraction.

• Stage 2: Main Operations. This stage encompasses the
main arithmetic computations. It also includes a dedicated
Newton-Raphson-based square root module, which is
specifically utilized in LayerNorm and RMSNorm.

• Stage 3: Final Normalization. This stage includes the
common final step across all functions, a division operation.

In Figure 2, a checkmark (✓) indicates that an operation
is fully shared; a white triangle (△ ) signifies a partial match,
representing a variation in the data path and can be efficiently
handled by a multiplexer; a▲ indicates that this node cannot
be mapped to the unified map.

C. Adaptive Bit-Pruning and Allocation

To reduce hardware overhead and retain accuracy, we propose
an effective bit-width adjustment method named Adaptive Bit-
Pruning (ABP). The core of the ABP method is a process that
decomposes a value into a compact representation. For an input
v after the operationv = p ≫ z, we identify the leading one
of v, denoted asLO, and split its effective bits around the
midpoint MP = LO/2, resulting in higher and lower parts
vh and vl respectively, and set the flaghvalid if vh is non-
zero. Then,v is approximated asvaprx ≈ v h(≪ MP ) when
hvalid is true; otherwise,vaprx = vl. For example, consider
an 8-bit input001101012, MP = 3, vh = 01102 ̸= 0, thus
001101012 ≈ 0110 2 ≪ 3 = 00110000 2. This representation
enables highly efficient subsequent operations. For an addition
between two such values, the process is guided by theirhvalid

flags. If the flags are identical, their corresponding components
(i.e. vh or vl) are added. Conversely, if the flags differ, the value
whose high part is valid will be retained as the sum.

This approach considerably reduces the bit-width overhead
with almost no loss in accuracy and supports dynamic bit-
width allocation. For precision-sensitive functions like GELU,
it retains the necessary bit-width. For functions like Softmax,
which are primarily sensitive to dominant values, ABP leverages
the “winner-takes-all” property by pruning the non-essential bits
of smaller values. This results in significant hardware savings
with negligible impact on model accuracy. The ABP method is
summarized in Algorithm 2.

IV. APEX A RCHITECTURE

Based on the aforementioned computational graph, we have
designed an efficient hardware architecture to implement the
approximation of these non-linear functions, as shown in
Figure 3. The overall architecture is primarily composed of five
modules: a pre-processing module which contains a compare
tree and an adder tree with shift to calculateµ andxmax, a
multiply-accumulate (MAC) module; a square root module; shift-
and-add module and a multi-cycle division module. The MAC
module handles the sum-of-squares computation as well as the
calculation of thep andz values for Sigmoid and Softmax. The
square root module employs the Newton-Raphson method to
approximate the square root operation required by LayerNorm
and RMSNorm. Finally, the division module is responsible for
computing the final output value. To implement the proposed
ABP Algorithm 2, we utilize a Leading One Detector (LOD) and
a shift unit to obtainvh andvl and employ simple conditional
logic to perform ABP-Addition. This approach achieves high
accuracy across a wide range of tasks with low hardware
overhead and energy consumption.

By leveraging the on-chip dynamic effective bit-width, we
implement the final division using a multi-cycle restoring divider
to further reduce hardware overhead. For instance, this divider
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Fig. 3: The proposed APEX architecture.

processes only 2 bits of the dividend per cycle. Given that
the effective bit-width of the operands is already significantly
reduced at this stage, the multi-cycle approach does not introduce
substantial computational latency.

Our design supports the parallel processing of 64 elements.
Note that all elements in a vector must be processed to compute
reduction values such as the maximum or average. In contrast,
division is fully parallel and element-wise across the 64 elements,
as these operations are mutually independent at this stage.
Notably, in our experiments, the computation forv = p ≫ z
requires only 48 bits to achieve high accuracy. Intermediate
results are written to a buffer after each stage. Computation
for the next stage begins only after all elements of the current
vector have been processed in the current stage.

V. EXPERIMENTS

To demonstrate the generality of our method, we evaluate it on
vision, language, and vision-language models (VLMs). We first
benchmark accuracy across diverse tasks, and then implement
corresponding hardware architectures to assess efficiency.

A. Accuracy On Language Models

For language models, we follow the experimental setup of
I-BERT and evaluate RoBERTa [12] on the GLUE benchmark
[22]. For each task, we perform full fine-tuning in FP32
as the baseline, followed by QAT to obtain W8A8 models.
When evaluating APEX, we directly replace PyTorch non-
linear operators with our approximations without fine-tuning,
using fake quantization to simulate quantization error. This
demonstrates that our method can be applied to pre-quantized
models without requiring QAT.

The I-VIT framework performs poorly because of the larger
activation values in language models (as shown in Figure 1) lead
to severe numerical overflow and underflow during computing.
Across all downstream tasks in the GLUE benchmark, our
method achieves accuracy comparable to or even higher than

Method MNLI QQP QNLI SST2 CoLA STSB MRPC RTE

Baseline 90.1 91.5 94.5 96.3 69.0 91.6 90.0 87.0
I-BERT 90.2 92.0 94.5 96.0 69.6 91.4 90.2 87.4
I-ViT 35.2 63.2 51.3 51.8 7.1 5.9 68.1 53.8
W8A8 90.1 92.3 94.4 96.1 69.2 91.5 90.3 87.6
W8A8+APEX 90.2 92.3 94.6 96.3 69.7 91.7 90.5 88.1

TABLE I: Accuracy Comparison on Language Model.

the full-precision and W8A8 baseline, reaching state-of-the-
art performance among approximation methods. Specifically,
on the MRPC and RTE tasks, our method improves upon I-
BERT by 0.7%, and also shows slight improvements on other
downstream tasks. This result validates our previous analysis
of the limitations of prior methods.

B. Accuracy On Vision Models

For the vision model experiments, we evaluate the effective-
ness of the proposed APEX approximation method on DeiT and
Swin Transformer using the ImageNet dataset [23]. The FP32
full-precision model serves as the baseline, and quantization-
aware training (QAT) is applied according to the specific setup
of each compared method. Similar to the language model exper-
iments, we do not incorporate the proposed non-linear operators
during W8A8 QAT, but instead use PyTorch implementations.
This approach demonstrates that our approximation method
can be directly applied to pre-quantized vision models. The
experimental results are presented in Table II.

Method DeiT-T DeiT-S DeiT-B Swin-T Swin-S

Baseline 72.21 79.85 81.85 81.35 83.20
I-BERT 71.33 79.11 80.79 80.15 81.86
I-ViT 72.24 80.12 81.74 81.50 83.01
W8A8 73.17 80.14 81.74 81.36 83.07
W8A8+APEX 73.59 80.32 81.84 81.39 83.17

TABLE II: Accuracy Comparison on Vision Models.



Algorithm 2 Adaptive Bit-Pruning
Input: v
Output: v aprx, hvalid
Function ABP(v)

LO ← LOD(v ) ▷ Leading One Detector
MP ← ⌊LO/2⌋ ▷ Mid-point
vh, vl ← Partition(v,MP) ▷ Partition from MP
if vh ̸= 0then

vaprx ← vh, hvalid ← 1
else

if Softmaxthen
vaprx ← vh, hvalid ← 1

else
vaprx ← vl, hvalid ← 0

end if
end if
return vaprx, hvalid

end Function

Input: v 1, v2, h1valid, h2valid
Output: v sum

Function ABP-ADDITION(v1, v2, h1valid, h2valid)
if h1

valid == h2valid then
vsum ← v 1 + v2

else if h1valid then
vsum ← v 1

else
vsum ← v 2

end if
return v sum

end Function

On DeiT-T, DeiT-S, and Swin-T models, our method achieves
higher accuracy than the baseline. On DeiT-T, we achieve
an accuracy of 73.59% under W8A8 quantization, with an
improvement of 0.42% through the application of our proposed
method. On DeiT-B and Swin-S, our method also delivers
accuracy comparable to the baseline.

C. Accuracy On Vision-Language Model

To further verify the effectiveness of our approach, we conduct
evaluations on a series of VLM tasks [24]–[27] using the
SmolVLM-256M-Instruct model [13] and the VLMEvalKit
framework [28]. The full-precision model serves as the baseline.
In our experiments, we apply Post-Training Quantization (PTQ)
to the non-linear operators, comparing different approximation
strategies. The quantization settings for I-BERT and I-ViT
remain consistent with their original implementations, while
our method follows the similar configuration as in previous
experiments. Detailed results are presented in Table III.

The performance degradation of I-BERT and I-ViT is
expected, as these methods are designed for single-modal
tasks and are unable to simultaneously adapt to different data
distributions. In contrast, our APEX method achieves an accurate
approximation, attaining scores of 1249.6 and 34.4 on the MME

Method TextVQAVAL MMStar MME DocVQAVAL

Baseline 49.9 34.5 1261.1 58.3
I-BERT 0.6 1.3 46.8 12.9
I-ViT 7.6 17.2 515.9 8.1
APEX 47.4 34.4 1249.6 54.9

TABLE III: Accuracy Comparison on SmolVLM-256M-Instruct.

and MMStar benchmarks, with only 0.83% and 0.1% accuracy
degradation compared to the baseline.

D. Hardware Experiments

To validate the efficiency of our proposed hardware architec-
ture, we implemented APEX architecture along with I-BERT
and I-ViT using Verilog HDL for a direct comparison. We
synthesized these designs using Synopsys Design Compiler
with 28nm technology node at a target frequency of 500MHz to
obtain hardware resource utilization and power consumption. For
a fair comparison, all implementations were configured with
64 parallel processing units to simulate a realistic hardware
scenario. The experimental results are presented in Table IV.

Method I-BERT I-ViT APEX

Area(µm2) 103685 20649 11910
Power(mW) 67.39 7.51 6.22
Frequency(MHz) 500 500 500

TABLE IV: Hardware Implementation Comparison

Compared to I-BERT, our approach achieves a8.71× re-
duction in area and a10.83× reduction in power consumption.
Compared to I-ViT, our method is1.73× more area-efficient and
1.21× more power-efficient. These results clearly demonstrate
the efficiency of APEX. Both I-ViT and I-BERT, particularly the
latter, rely heavily on INT32 multiplication to maintain precision,
which incurs significant overhead. In contrast, we judiciously
manage the bit-width of operators, resulting in substantially
higher hardware efficiency.

VI. CONCLUSION

This paper presents an unified, efficient, and cross-modal
nonlinear approximation method, accompanied by a co-designed
adaptive hardware architecture. Our method achieves accuracy
comparable to, and in some cases exceeding, that of the
full-precision baseline on both language and vision models.
Furthermore, to the best of our knowledge, this is the first
framework to successfully apply an integer-only non-linear
approximation to the vision-language model (VLM) with slight
accuracy loss, which validates the generality of our approach.
In terms of hardware efficiency, our architecture significantly
reduces area overhead and power consumption compared to
prior methods.
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