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Abstract

This work presents a comprehensive study on enhancing the ef-

ficiency of Deep Neural Network (DNN) hardware accelerators

through innovative architectures and operational optimizations.

Amidst increasing computational demands and energy constraints,

our research introduces four pivotal advancements: the quantized

approximate fixed posit number system, 3D stacked accelerators,

a dedicated 3D UNet accelerator, and the DeepFrack scheduling

framework. The approximate fixed posit number system demon-

strates a system-level speedup of 2.2× and an energy reduction

of 3.1× compared to conventional architectures. The 3D stacked

accelerator, EnX3D, achieves a 3× throughput speedup and 6×
energy efficiency improvement. Our custom 3D UNet accelera-

tor significantly reduces latency and energy consumption, meeting

edge computing requirements. Lastly, the DeepFrack scheduling

framework optimizes DNN processing with up to 60% latency re-

duction and 50% energy savings. Collectively, these innovations

address the urgent need for high-throughput and energy-efficient

DNN processing, setting new standards for hardware accelerator

design and contributing to the sustainable advancement of ma-

chine learning technologies.

Introduction

Context and Motivation:

Advancements in ML:Machine Learning has advanced

significantly, finding applications from data centers to edge

devices.

Role of Hardware Accelerators: They are crucial for ML

efficiency, optimizing data sharing and reuse.

Challenges:
Rapid increase in ML operational demands.

Need for higher throughput and energy efficiency in accelerators.

Energy production not keeping pace with computational demands, risking

an energy crisis by the 2030s.

ML’s integration in power-limited devices and the evolving nature of ML

algorithms demand continuous innovation in accelerator design.

Objective and Scope:

Aim: To enhance the design and efficiency of DNN hardware

accelerators.

Focus Areas:
Developing novel architectures and operational optimizations.

Improving energy efficiency and computational power.

Strategies:
Developing approximate computing methods.

Integrating 3D stacked accelerator designs.

Optimizing architectures for specific DNN workloads, such as 3D UNet.

Innovating scheduling frameworks for efficient DNN processing.

Goal: Establish new standards in hardware acceleration to

support the sustainable advancement of ML technologies.

Outline: Body ofwork

1. Approximate Fixed Posit Number System
Overview: Introduction of a quantized approximate fixed posit number

system to reduce energy and bandwidth constraints.
Key Achievements:

Reduction in bit requirements for number representation.

System-level speedup and energy reduction compared to conventional

architectures.

Impact on MAC units, storage requirements, and data transfer energy.

2. EnX3D: 3D Stacked Accelerators
Overview: Exploration of 3D stacked accelerators incorporating Near Data

Processing (NDP).
Key Achievements:

Utilization of 3D stacking technologies for high bandwidth and low

energy memory access.

Co-optimization of architecture and neural network structures.

Significant improvements in throughput and energy efficiency.

3. REDRAW: 3D UNet Accelerator
Overview: Design and implementation of a hardware accelerator tailored

for 3D UNet, focusing on medical imaging applications.
Key Achievements:

Addressing computational challenges specific to processing spatial data

in 3D UNet.

Achieving latency reduction and energy efficiency, meeting the

requirements of edge computing.

4. DeepFrack: Optimal Scheduling Framework
Overview: Development of DeepFrack, a scheduling framework for

optimizing DNN layer processing.
Key Achievements:

Reduction in latency and energy consumption through intelligent layer

fusion strategies.

Enhanced performance in DNN accelerators, with significant savings in

energy and improvements in processing speed.
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Figure 1. EDP improvement over state of the art for ISO area or less

Approximate Fixed Posit Number System
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Figure 2. Fixed Posit vs Approximate Posit multiplier [C = A × B]

Optimization of Number Representation:
Introduced a quantized approximate fixed posit number system to reduce

energy and bandwidth constraints in DNN hardware accelerators.

Optimized efficiency by reducing bit requirements for number

representation.

Impact on Hardware Components:
Directly reduced the size and energy consumption of

Multiply-and-Accumulate (MAC) units.

Decreased storage requirements within the accelerator.

Minimized overall data transfer energy between the main memory and the

accelerator.
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Figure 3. Amortized energy per compute in the pipeline

Efficiency Enhancements:
Enhanced the throughput and reduced the energy of DNN processing tasks

without compromising accuracy.

EnX3D: 3D Stacked DNNAccelerator
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Figure 4. Conventional Architecture vs Abstract EnX3D architecture

Objective Focus:
Enhance speed and energy efficiency for DNN workloads within 3D

memory constraints without sacrificing accuracy.

Examined TDP, area limitations, and bandwidth needs of 3D stacked

memories.

Hardware-Software Co-Design: Optimize accelerator architecture and

DNN structures collaboratively for maximum efficiency.

Architectural Exploration:
Identify optimal hardware configurations, focusing on buffer capacities and

processing elements to minimize latency and maximize compute efficiency.

Processing Element Design: Design novel processing elements with vector

MAC units and a hierarchical buffer system to reduce memory access and

exploit data reuse.
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Figure 5. Conventional Architecture vs Abstract EnX3D architecture

Improvement in metrics:
EnX3D, achieves a 3× throughput speedup and 6× energy efficiency

improvement.
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REDRAW: 3D UNet Accelerator
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Figure 6. Proposed REDRAWArchitecture

Workload Analysis and Optimization:
Design with an on-chip buffer less than 4 MB, achieving near theoretical

minimum memory accesses for processing 3D UNet.

Architecture Design:
Developed a unified architecture that significantly reduces reads and writes

to the buffer by exploiting computational patterns and the workload’s

unique properties (e.g., input and output channel sizes).

Optimized the Multiply and Accumulate (MAC) unit for 32-bit computation

to ensure low latency and energy consumption.
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Figure 7. Power draw at same throughput against 1× and 2× SoTA

Performance Enhancement:
Achieved a 1.3× increase in TOPS/watt for an ISO-area design compared

to the state-of-the-art (SOTA) Simba architecture.

Against a dual instance of Simba, demonstrating similar latency but with a

1.8× increase in TOPS/watt in a comparable area.

DeepFrack: Optimal Scheduling Framework
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Figure 8. verview of DeepFrack framework, depth first traversal of the nodes

from left to right and top-to bottom reveals the interaction between different

modules in the framework

Approach:
Implements layer fusion, asymmetric tiling, and efficient weight caching

strategies.

Utilizes memoization to identify optimal fused layer sets, considering

specific hardware constraints.

Benchmarks tile sizes for optimal data flow, minimizing DRAM fetches and

on-chip data movement.
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Figure 9. Energy obtained with Classical Optimal (C) and DeepFrack (D)

scheduling.

Results:
Achieved an average latency reduction of 1.54x on Eyeriss and 1.75x on

Simba accelerators compared to traditional scheduling.

Demonstrated energy consumption reduction by 30% on Eyeriss and 50%

on Simba, significantly lowering DRAM access energy by up to 51%.

Validated on standard DNN architectures (AlexNet, VGG, ResNet)

showcasing substantial performance improvements.

Future Research Directions:

Exploration of POSIT number systems for ML model training.

Advanced thermal management for high-density hardware

accelerators.Integration of emerging memory technologies and ML for

architectural optimizations.

Development of accelerators for new learning paradigms and improved

security against adversarial attacks.

Innovations in communication protocols for graph neural networks and

alternative numerical representations, aiming for holistic hardware accelerator

optimizations.
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