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• HW Data Placement

• Object/Page Migration

• ...

02. Libraries & Placement

• OS Support

• Memory-specific libraries

• Run-Time Monitoring

• Data Type Refinement

• …

Hardware

Software
01. Application-Level Optimizations

• Application-Level Placement

• Code (re-)organization

• Source-to-source 
transformations

• Dynamic Memory Allocation

• …

Performance Energy/Power HW Lifetime

03. HW-Level Mapping

Underlying Hardware Platform and Memory System 

The Memory Wall Bottleneck1

Zeta-bytes of data produced2

PhD Thesis Objective(s): Provide and 
end-to-end Dynamic Memory 

Management Flow for Performance, 
Energy and NVM-Lifetime Optimization

Applications:
• Databases (TPC-C, YCSB)
• ML-based (Shark-ML)
• Physics Engine (Chrono)

Target Hardware:
• DRAM/Intel Optane DCPM

• Static to Dynamic Memory Management
• Set of Offline and Online Optimizations
• Source-to-Source Transformations
• Experiments:
• Pyperformance Benchmark Suite
• Raspberry pi4

• Integration of LSTMs for page 
placement, enhanced with 
neighbor pages behavior

• Clustered-LRU replacement policy

Pruned Design Space and Pareto Optimal Solutions

NVM Lifetime Projection

Key Outcome: 21.6% average 
extended lifetime of Optane 

DCPM 

Key Outcome: up to 58.7% 
less execution time, up to 

48.3% less energy 
consumption, up to 72.6% 

less NVM accesses

Key Outcome: 20.2% less energy 
consumption on average

Key Outcome: clustered-LRU) 
provides up to 8.1% further 

optimization compared to LRU

Key Outcome: 64% Average Memory 
Footprint Reduction

Key Outcome: Side-effects on execution 
time (-51% avg) and energy consumption (-

47.3% avg)

1. https://medium.com/riselab/ai-and-memory-wall-2cb4265cb0b8

2. https://www.statista.com/statistics/871513/worldwide-data-created/
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