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Abstract—Existing persistent memory file systems can signif-
icantly improve the performance by utilizing the advantages of
emerging Persistent Memories (PMs). Especially, they can employ
superpages (e.g., 2MB a page) of PMs to alleviate the overhead
of locating file data and reduce TLB misses. Unfortunately,
superpage also induces two critical problems. First, the data
consistency of file systems using superpages causes severe write
amplification during overwrite of file data. Second, existing
management of superpages may lead to large waste of PM space.
In this paper, we propose a Virtual Superpage Mechanism (VSM)
to solve the problems by taking advantages of virtual address
space. On one hand, VSM adopts multi-grained copy-on-write
mechanism to reduce the write amplification while ensuring data
consistency. On the other hand, VSM presents zero-copy file data
migration mechanism to eliminate the loss of space utilization
efficiency caused by superpages. We implement the proposed
VSM mechanism in Linux kernel based on PMFS. Compared
with the original PMFS and NOVA, the experimental results
show that VSM improves 36% and 14% on average for write
and read performance, respectively. Meanwhile, VSM can achieve
the same space utilization efficiency of file system that uses the
normal 4KB pages to organize files.

I. INTRODUCTION

Persistent Memories (PMs), such as Phase Change Memory

(PCM) [1] and 3D-XPoint [2], are promised to revolutionize s-

torage systems by providing non-volatility, byte-addressability,

and low latency. The state-of-the-art persistent memory file

systems, such as PMFS [3] and NOVA [4], exploit the ad-

vanced characteristics of PMs to avoid the overheads of block-

oriented I/O stacks. Another key feature is that PMs can be

directly linked to the memory bus and accessed by load/store

instructions [5]. Hence, PM is able to be managed as 2MB

or 1GB superpages by utilizing the memory management

hardware of processor. In this case, persistent memory file

systems can efficiently locate a data page with a shorter file

index and reduce the overhead of space management for the

large files. Moreover, the file systems using superpages can

also benefit from high TLB hit rate than 4KB pages.

Unfortunately, the file systems organizing file data with

superpages lead to severe write amplification that largely

reduces performance. Generally, existing persistent memory

file systems employ the Copy-on-Write (CoW) [6] mechanism
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to guarantee data consistency, which writes new data and over-

written data to newly allocated pages and updates the corre-

sponding entries of file data index. However, CoW may lead to

massive data migration when the file system using superpages,

especially when the size of over-write data is far less than

the size of superpage. For example, the file system needs to

migrate 2044KB data into the new allocated superpage for

updating 4KB data in a 2MB superpage. Moreover, the file

systems using superpages may have huge waste of memory

space, since the idle space in the last superpage of each file

cannot be used by other files. Assuming that the last superpage

of a file has 1MB valid data, there is 1MB or 1023MB waste

of memory space for a 2MB or 1GB superpage, respectively.

In this paper, we present an efficient Virtual Superpages

Mechanism (VSM) to solve these problems caused by su-

perpages. The main idea of VSM is to employ the virtual

superpages to avoid the weakness and exploit the advantages

of superpages for file systems via existing virtual-to-physical-

address mapping of memory space. VSM consists of two

key techniques, Multi-grained Copy-on-Write (MCoW) and

Zero-copy File Data Migration (ZFDM) mechanisms, are

used to reduce the write amplification while improving the

space utilization efficiency. We implement the proposed VSM

mechanism in Linux kernel based on PMFS. Compared with

superpages, the experimental results show that VSM can sig-

nificantly reduce the write amplification. Moreover, VSM can

achieve the same space utilization efficiency of file system that

uses the normal 4KB pages to organize files. Compared with

PMFS and NOVA adopt 4KB pages (i.e., 4KB) to organize

file data, VSM improves 36% and 14% on average for write

and read performance.

The main contributions are as follows:

• We conduct in-depth investigations to reveal the severe

write amplification and analyze the space utilization effi-

ciency of superpages.

• The proposed VSM uses virtual superpages to mitigate

the write amplification caused by superpages.

• The proposed VSM provides zero-copy file data migra-

tion mechanism to improve the space utilization efficien-

cy of superpages.

• Extensive experiments are conducted to evaluate the

performance of VSM. The experimental results show that

VSM outperforms existing solutions.

The rest of this paper is organized as follows. In Section II,
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we introduce the background and discuss the motivation. We

present the design and implementation of VSM in Section III.

The experimental results are detailed in Section IV. Finally,

we draw a conclusion in Section V.

II. BACKGROUND AND MOTIVATION

A. Write Amplification Problem in Data Consistency

Write-Ahead Logging (WAL) and Copy-on-Write (CoW)

are widely adopted data consistency mechanisms for ensuring

the reliability of file systems. WAL has the “double-writes

problem”, where the file system needs to write the new data

and the original file data each once for updating file data.

Different from WAL, CoW only updates the file data once.

First, the file system writes the new data to a newly allocated

location. Then, the file system redirects the corresponding

entry in the file data index to the new location via small atomic

write operation. Therefore, existing persistent memory file

systems, such as PMFS[3], SIMFS[7], and NOVA[4], adopt

CoW rather than WAL as the data consistency mechanism.

Unfortunately, the over-write operation will lead to severe

write amplification due to the relocation of the CoW mecha-

nism when the file data stored on superpages. For example, if

there is a 6MB-sized file organized by superpages (i.e., 2MB),

the file data occupies three superpages in total, namely P1,

P2, and P3. Assuming that the over-write process needs to

update 4KB data in P1, according to the principle of CoW

mechanism, the file systems need to combines the original

data (511 × 4KB) with the over-write data, and write them to

a new superpage. Then, file systems revise the corresponding

entry in the file data index to redirect to the new superpage.

Accordingly, the write amplification is 511 of which overhead

is far greater than WAL mechanism.
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Fig. 1: The throughput of sequential write in PMFS.

To quantify the overhead of the CoW mechanism employed

in superpages, we measure the over-write performance of

PMFS utilizing superpages and normal pages to organize file

data with the widely-used benchmark FIO [8]. We set one

thread to write the two existing 8GB-sized files with various

I/O sizes. Meanwhile, the data of these files is organized by

4KB pages (denoted by PMFS−4KB) and 2MB superpages

(denoted by PMFS−2MB), respectively. Then, we calculate

the throughput (MB/s, MB per second) of sequential write for

each write granularity.

As shown in Fig. 1, the PMFS-2MB suffers dramatic

performance degradation when the write granularity decreases.

Moreover, PMFS-4KB significantly outperforms PMFS-2MB

when the write granularity increases from 1KB to 1024KB.

Meanwhile, the gap of throughput largely increases when

the write granularity decreases. Especially, the throughput of

PMFS-4KB is up to 98× higher than that of PMFS-2MB when

the write granularity is 1KB. This is mainly attributed to the

severe write amplification for PMFS-2MB. However, when the

write granularity is 2048KB, the write performance of PMFS-

2MB is 1.5× than PMFS-4KB. This is because that there is

no write amplification problem in this case for both PMFS-

4KB and PMFS-2MB, while PMFS still needs to allocate 512

normal pages to store the over-write data for PMFS-4KB. In

contrast, PMFS only need to allocate a superpage for PMFS-

2MB. Therefore, existing CoW mechanism of persistent mem-

ory file systems can lead to severe write amplification for files

organized by superpages, which seriously degrades the over-

write performance of file systems.

B. Space Utilization of Superpages

A superpage is a segment of continuous physical memory of

PM, whose size is larger than a normal page. For file systems,

an in-used data page only belongs to a certain file. Therefore,

when the valid data on the last page of a file is less than the

size of a page, the space of the last superpage in this file is

severely wasted.

Swaste = Spage − Ftotalsize % Spage (1)

The space waste is calculated by equation 1. The Swaste,

Spage, and Ftotalsize indicate the size of space waste, the page

size, and the total size of a file, respectively. According to

equation 1, larger sizes of the page can induce more waste

of space. For example, when a file data is 1GB + 2KB, the

waste space is 2KB, 2046KB, and 1023MB + 1022KB when

file systems employ 4KB, 2MB, and 1GB page size to organize

file data, respectively. Based on the above analysis, we reveal

that file systems utilizing superpages to organize file data may

lead to severe space waste.

C. Motivation

As mentioned above, existing file systems use superpages

to organize file data can lead to severe write amplification

for over-write operations and reduce the space utilization

efficiency. Motivated by these observations, we propose VSM,

an efficient virtual superpages mechanism via virtual address

space, to solve these problems. The MCoW and ZFDM of

VSM are used to reduce the write amplification and the space

waste caused by superpages, respectively.

III. DESIGN AND IMPLEMENTATION

A. Overview

Existing virtual memory techniques (e.g., x86 architecture)

require that the file data in PM can only be accessed by the

virtual address. Accordingly, as shown in Fig. 2, VSM maps

the entire PM room into a continuous and equivalently-sized

amount of kernel virtual address space. Moreover, in order to
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Fig. 2: The architecture of VSM.

store the mapping relationship (i.e., page table) persistently,

VSM stores them in PM.
As shown in Fig. 2, the physical address space of PM is di-

vided into Page Table and Normal Pages areas, which are used

to record the mapping relationship for Virtual Address (VA) to

Physical Address (PA) of PM and store the data (i.e., metadata,

file data) of file systems, respectively. Moreover, a virtual

superpage in VSM is a segment of continuous virtual address

space, which is mapped to an equivalently-sized amount of

physical memory. A virtual superpage consists of multiple

logical normal pages, of which size is equal to physical normal

page. VSM only requires that the VA of a virtual superpage is

continuous, while its PA is not necessarily continuous. This is

because that the mapping relationship between logical normal

pages of a virtual superpage and physical normal pages can

be changed by revising the corresponding entry in page table.

B. Multi-grained Copy-on-Write (MCoW)

Data consistency and crash recovery are the most important

parts of the file systems for improving the reliability. However,

the over-write operations will cause severe write amplification

when the file data is organized by superpages. Therefore, VSM

utilizes an efficient Multi-grained Copy-on-Write mechanism,

denoted as MCoW, to guarantee data consistency. Meanwhile,

VSM provides fast crash recovery after a system crash or

power failure by efficiently organizing the log used to record

the updated information.
1) Data Consistency: When the size of over-write data is

much less than the size of a superpage, over-write operations

lead to severe write amplification problem which largely

reduces the performance. Hence, the existing CoW mechanism

of which the file system only revises the corresponding entries

of file data index fails to fit superpages.
Fortunately, the PM space management of VSM provides

the opportunity to solve the write amplification problem. The

proposed MCoW consists of a fine-grained CoW and a coarse-

grained CoW via revising the file data index and page table,

respectively. We take an example to illustrate the over-write

process of MCoW. In this example, the over-written data

occupies two virtual superpages, denoted by V SP1 and V SP2,

respectively. V SPi indicates ith virtual superpage, while Pi

and LPi indicate ith normal physical page and virtual normal

page, respectively. As shown in Fig. 3a, the V SP1, LP1, and

LP2 need to be over-written. LP1 and LP2 belong to V SP2,

which is mapped to P1 and P2, respectively. As shown in

Fig. 3b, the over-write operation will be processed with the

following steps.

• Step 1. Allocate a virtual superpage (denotes as V SP3)

and two virtual normal pages (denotes as LP ′
1 and LP ′

2),

respectively.

• Step 2. Get the physical address of LP1, LP2, LP ′
1, and

LP ′
2 from page table (i.e., the physical address of P1,

P2, P ′
1, and P ′

2), denoted by PA1, PA2, PA′
1, and PA′

2,

respectively.

• Step 3. Allocate a transactional log to record the informa-

tion of metadata, such as start position and updated size
of this modification, etc. Meanwhile, this transactional

log adopts an array to store the page replacement infor-

mation of virtual superpages and virtual normal pages,

respectively. For the virtual superpages, each entry in

the array represents the replace information for a virtual

superpage, denoted as 〈 Dest VSP No, Src VSP No 〉.
For example, as shown in Fig. 3, two entries should be

recorded in array, such as 〈〈 V SP3, V SP1 〉, 〈 LP ′
1,

V SP2 〉〉. Although LP ′
1 is not a virtual superpage, but

LP ′
1 and LP ′

2 is continuous and the recovery process can

find LP ′
2 from LP ′

1, in this case, LP ′
1 is considered as

a virtual superpage. For the virtual normal pages, each

entry in the array represents the replacement information

of a swapping physical normal page for a virtual normal

page, denoted as 〈 Dest Phy Addr, Src Phy Addr 〉.
For example, as shown in Fig. 3, two entries should be

recorded in array, such as 〈〈 PA′
1, PA1 〉, 〈 PA′

2, PA2

〉〉. The order of these entries in the array must be strictly

in the order of page modification in the file.

• Step 4. Write the updated data to the allocated pages

V SP3, LP ′
1, and LP ′

2, respectively.

• Step 5. Swap the entries in the page table between LP1,

LP2 and LP ′
1, LP ′

2, meanwhile, replace V SP1 with

V SP3 in the file data index of this file, respectively.

• Step 6. Reclaim the space of V SP1, LP ′
1, and LP ′

2.

When the over-written data occupies one or more virtual su-

perpages, MCoW employs a coarse-grained CoW mechanism

to guarantee data consistency by revising their corresponding

entries in file data index. In contrast, MCoW adopts a fine-

grained CoW mechanism by revising their corresponding

entries in the page table when the data occupies only a portion

of a virtual superpage.
2) Crash Recovery: MCoW can recover the file to a con-

sistent state according to the transactional log. When the file

systems reboot after a system crash or power failure occurred,

the recovery process of MCoW will first check the state of the

transactional log. When MCoW finds an over-write process

has not been completed. It firstly uses the log information to

determine whether the modification is revising page table or

file data index to achieve data consistency. Then, MCoW uses

the page number and the physical address was stored in the

transactional logs to revise the page table or file data index

and recover the file to a consistent state.
For example, there is a 8MB-sized file organized by virtual

superpages (e.g., 2MB). The size of over-written data is 4MB
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(a) V SP1, LP1, and LP2 need to be overwritten. (b) The write process of MCoW.

Fig. 3: The over-write example of MCoW for virtual superpages.

and the updated data range from 3MB to 7MB - 1. Firstly,

MCoW concludes that the 2nd, 3rd, and 4th virtual superpages

of this file were updated in the over-write process. Meanwhile,

a portion of data in the 2nd and 4th virtual superpage has been

updated and all data in the 3rd virtual superpage has been

updated in the over-write process.

In detail, the 3rd virtual superpage has been revised. Be-

sides, the normal virtual pages ranging from 256 to 511 in

the 2nd virtual superpage and that from 0 to 255 in the 4th

have also been revised. Accordingly, the recovery process

of MCoW concludes that the over-write process guarantee

data consistency for the data of 2nd/4th virtual superpages

by revising page table, and 3rd virtual superpage by revising

file data index, respectively.

Then, for the 3rd virtual page, the recovery process of

MCoW uses the virtual superpage number stored in the trans-

actional log to modify its corresponding entry in the file data

index. Similarly, for the 2nd and 4th virtual superpages, the

recovery process of MCoW updates the corresponding entries

in the page table according to physical address (mentioned

in section III-B1) stored in the transactional log. Finally, the

recovery process of MCoW updates the transactional state to

complete and check the state of next transactional log.

C. Zero-copy File Data Migration (ZFDM)

Utilizing superpages to organize file data may lead to severe

space waste. We propose ZFDM to solve this problem. The

proposed virtual superpages is a segment of continuous virtual

address space of PM. To eliminate the space waste caused by

superpages, we propose Zero-copy File Data Migration via

revising page table (ZFDM) mechanism.

Fig. 4: The example of zero-copy file data migration.

We take an example to explain how ZFDM reduces the

space waste. As shown in Fig. 4, the size of valid data in

the last virtual superpage (i.e., V SP2) is only 4KB. In other

words, the size of the superpage is 1GB, while 1GB - 4KB

is wasted. Then, the process of ZFDM will be conducted as

following steps:

• Step 1. ZFDM reclaims the unused space in the last

virtual superpage of a file when the file is being closed.

Meanwhile, ZFDM sets a flag in inode to show that there

is no available space within the last page of the file.

• Step 2. When this file is reopened to do append-write

operations, ZFDM allocates an unused virtual superpage

(V SP3). Meanwhile, ZFDM swaps the entries of LP1

and LP2 in page table to achieve LP1 map to P2 and

LP2 map to P1.

• Step 3. ZFDM revises the corresponding entry in the file

data index to redirect to V SP3 and reclaims the space of

LP1 in V SP2.

• Step 4. Append data after LP2 in V SP3, completely.

ZFDM achieves zero-copy file data migration to reduce

the space waste caused by superpages. To further reduce the

overhead of swapping entries in the page table, ZFDM swaps

the entries of PMD according to the size of data and the size of

a virtual superpage. For example, if ZFDM needs to swap the

data occupying 513 normal pages (e.g., 4KB) which occupy

a PMD (i.e., 512 PTE entries) and a PTE entry in page table,

ZFDM only swaps a PMD entry and a PTE entry (instead of

513 PTE entries) if the size of a virtual superpage is 1GB.

IV. EVALUATION

A. Experimental Setups

We implement a prototype of VSM on Linux 4.4.30 and

integrate it into PMFS [3]. VSM is compared with the original

PMFS and NOVA [4] which are the state-of-the-art persistent

memory file systems. The experiments are conducted on a ma-

chine equipped with a 2.40GHz Intel Xeon�E5-2640 v4 CPU

and 256GB DRAM. Notes: the paper of PMFS indicates that

it employs the CoW mechanism to guarantee data consistency.

However, the existing code of PMFS lacks the implementation

of data consistency, which only supports metadata consistency

using the journaling technique akin to the ordered mode of

ext3/ext4 [9]. Hence, we supplement the corresponding code

to support data consistency in the experiments.
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(a) Sequential write.
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(b) Random write.
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(c) Sequential read.
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(d) Random read.

Fig. 5: The throughput of FIO.

In our tests, we use the Intel Persistent Memory Emulation

Platform (PMEP) [3] and configure with 128GB of DRAM

to emulate PM. PMFS and NOVA use the default setting of

PMEP which maps physical memory to kernel virtual address

space by direct mapping (2-level page table). PMFS provides

two versions, PMFS-4KB and PMFS-2MB, which indicate

PMFS use the 4KB pages and 2MB superpages for file data.

NOVA uses 4KB pages because it does not support superpages.

Conversely, we revise the code of PMEP for VSM to achieve

4-level mapping for virtual-to-physical-address of PM. Then,

VSM can revise the PTE or PMD entries. Moreover, the size

of virtual superpage of VSM is 2MB.

In the experiments, we first evaluate the performance of

PMFS-4KB, PMFS-2MB, NOVA, and VSM with different I/O

request sizes. We use FIO [8] as the micro-benchmarks to

evaluate the write and read performance. FIO is a widely-used

benchmark for performance evaluation of file systems, which

can generate and measure a variety of file operations. In FIO,

we set a thread to write to or read from an existing 8GB file.

Finally, we use a typical workload, Postmark [10], as the

macro-workload to evaluate the application-level performance.

Postmark simulates a server that frequently accesses lots of

files. It commits a series of create, delete, read and append

operations to access the preset file pool. The type of write in

postmark is append write. In postmark, we set the size of files

ranging from 2MB to 6MB and the total number of files is 10

thousands, 20 thousands, and 30 thousands, respectively. We

calculate the elapsed time.

B. Overall Performance

The throughput (MB/s, MB per second) of write and read

with different I/O request sizes in FIO [8] are shown in

Fig. 5. For the write performance, the experimental results

show that the proposed VSM outperforms PMFS-4KB, PMFS-

2MB, and NOVA in all cases when the I/O size is less than

the superpage size. For the read performance, the proposed

VSM outperforms PMFS-4KB in all cases and NOVA in most

cases. Meanwhile, the performance of VSM is slightly less

than PMFS-2MB.

The sequential write performance is shown in Fig. 5a.

VSM outperforms PMFS-2MB by up to 2.2× (i.e,. 1024KB).

Furthermore, this multiple will gradually increases when the

write granularity decreases. Especially, the performance of

VSM is 94× higher than PMFS-2MB when write granularity

is 1KB. Similarly, as shown in Fig. 5b, the random write

performance of VSM still outperforms PMFS-2MB by up to

2.3× and 225× when the write granularity is 1024KB and

1KB, respectively. Moreover, compared with PMFS-4KB and

NOVA, Fig. 5a and Fig. 5b show that the performance of VSM

grows faster than them with the increase of write granularity.

In summary, the sequential/random write performance of VSM

are 1.36/1.36× and 1.09/1.22× higher than PMFS-4KB and

NOVA on average, respectively.

The reason for the performance of VSM outperforms

PMFS-2MB is the severe write amplification problem caused

by superpage, but VSM can efficiently solve this problem.

Moreover, the reason for the performance of VSM outperforms

PMFS-4KB and NOVA is that VSM can significantly alleviate

the overhead of locating file data. Especially, the virtual

superpages mechanism of VSM can fully takes the advantages

of Memory Management Unit (MMU) to locate file data when

the I/O size increases.

For the read performance, as shown in Fig. 5, the proposed

VSM outperforms PMFS-4KB and NOVA in most cases.

Meanwhile, the performance of VSM is slightly less than
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PMFS-2MB. As shown in Fig. 5c and Fig. 5d, the performance

of VSM and PMFS-2MB grow faster than PMFS-4KB and

NOVA when the read granularity increases. In summary, the

sequential/random read performance of VSM is 1.13/1.15×
and 1.14/1.11× higher than PMFS-4KB, NOVA on average,

respectively. Meanwhile, the performance of VSM is slightly

less than PMFS-2MB.

The reason for the read performance of VSM outperforms

PMFS-4KB is like the write operation. Moreover, the reason

for the performance of VSM is slightly less than PMFS-2MB

is that the TLB miss rate of VSM (i.e., 4-level page table) is

higher than PMFS-2MB (i.e., 2-level page table).
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Fig. 6: The elapsed time of Postmark.

Finally, we evaluate the performance of PMFS-4KB, PMFS-

2MB, NOVA, and VSM with Postmark workload. The

smaller elapsed time indicates the better performance. As

shown in Fig 6, the elapsed time of VSM is only 67%, 82% of

PMFS-4KB and NOVA, respectively. Like PMFS-2MB, VSM

benefits from low overhead of space management and fully

takes advantages of MMU. The elapsed time of VSM is sightly

greater than PMFS-2MB due to higher TLB miss rate.

C. Comparison of Write Amplification

In order to investigate the reason why VSM can significantly

improve the over-write performance compared with PMFS-

2MB, we track the write amplification of PMFS-4KB, PMFS-

2MB, NOVA, and VSM. As shown in Fig. 7, the experimental

results show that PMFS-2MB experiences severe write ampli-

fication in FIO tests for over-write operations.
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Fig. 7: The comparison of write amplification.

As shown in Fig. 5a and Fig. 5b, we observe that PMFS-

2MB experiences dramatic performance degradation when the

write granularity decreases. The main reason is that PMFS-

2MB encounters serious write amplification problem when the

write granularity decreases. Especially, the write amplification

of PMFS-2MB is 2047× when the write granularity is 1KB.
However, PMFS-4KB and NOVA employ normal pages

(i.e., 4KB) to organize file data. Therefore, they have the write

amplification problem only the over-write data for a page is

less than 4KB. Similarly, VSM employs virtual superpages to

organize file data, it only needs to revise the corresponding

entries of page table when the write granularity is less than

the size of a virtual superpage. Therefore, VSM can alleviate

the write amplification problem like PMFS-4KB and NOVA.

Accordingly, VSM can effectively solve the write amplifica-

tion problem compared with file system using superpages.

V. CONCLUSION

In this paper, we have studied the write amplification prob-

lem and space utilization efficiency when file systems employ

superpages to organize file data. We proposed a mechanism,

called VSM, to avoid the weakness and exploit the advantages

of superpages for file systems. Experimental results show that

the proposed VSM can significantly improve the performance

of file systems and the space utilization efficiency.
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