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Abstract—The goal of reaching exascale computing is made
especially challenging by the highly heterogeneous nature of
modern platforms and the energy they consume. As compute
nodes typically utilize multiple multi-core CPU and are in-
creasingly equipped with PCIe based accelerators, both are
contributing to an ever more dynamic power consumption. In
our study we evaluate our target application on a variety of
heterogeneous platforms, including high end FPGA, GPU, and
Xeon Phi accelerators, with respect to energy efficiency at a
node and cluster level. We compare multiple implementations
of our application, each built with a different modern parallel
programming framework, with respect to execution performance,
code complexity and energy efficiency. Later we extrapolate
based on our findings, the implications of scaling this application
towards exascale, with projections of computation achievable
within the exascale power budget for our three architectures.

I. INTRODUCTION

Exascale computing is critical to solve many of the world’s

currently unsolvable problems ranging from genomics, where

we have the potential to save lives through active cancer re-

search, to climate modeling, where potentially large-ensemble

multi-decadel predictions could help us to prepare for the

future. These applications drive enormous compute burdens

from hundreds of peta flops to hundreds of exa flops [1], while

storage requirements escalate. For example, according to [2],

genomics workflows will require an estimated 10 petabyte

in FY2021, and climate modeling, one hundred exabyte.

Furthermore, operating costs for HPC centers as well as their

carbon footprint need to be addressed. As a result power,

energy-efficiency, and cooling become first-class constraints

for scalable HPC.

On the other side, our conventional von-Neumann architec-

tures are suffering from limited performance scalability and

increasing power densities as described in detail in [3]. A

new era in computing emerges which spawns architectural

innovation in form of the adoption of increasingly heteroge-

neous computing architectures embracing accelerators such as

Graphics Processing Unitss (GPUs) and Field Programmable

Gate Arrays (FPGAs) to provide the much sought after

performance scalability and power reduction. GPGPUs are

attractive for their high floating point performance that can

be achieved by a highly parallel SIMD architecture. FPGAs

can bring benefit as they can tailor the hardware to the ap-

plication through customized datapaths, operators, data types

and memory architectures. Thereby FPGAs can achieve much

higher energy efficiencies compared to conventional CPU-

and GPU-based solutions. This has stimulated interest in their

exploitation within data centers [4] with recent benchmarks

showing that FPGA-based application acceleration can bring

orders of magnitude improvement in regards to performance

and performance per Watt compared to CPU/GPU counterparts

[5]–[8] for a broad range of applications, from machine

learning to graph traversal to genome sequencing.

However, typically this work has been implemented through

cumbersome, hardware-centric RTL design flows, the tradi-

tional FPGA development path, which is not really accessible

to larger parts of the HPC community which are used to a

different more abstract design environment and requires very

different skill sets. Driven by this need, new software-centric

design environments are emerging that can tremendously boost

the productivity of designers and open up FPGA acceleration

to masses of software engineers [9]. The opportunity lies in

automating the architectural optimizations that are required to

achieve performance scaling with custom hardware architec-

tures implemented in FPGAs beyond standard pipelining and

loop unrolling techniques.

In this paper, we take an in-depth look at a specific

algorithm which is highly relevant within the context of cancer

research. We carry out elaborate test benching on latest Nvidia

GPUs, Intel Xeon Phi devices as well state-of-the-art FPGAs

for a class of different inputs to see what what compute

architecture delivers best characteristics across the given set of

figure of merits, including absolute performance, power con-

sumption and code complexity. For single-node deployments,

GPU outperform all other devices when multiple independent

queries are used while FPGAs are better for power efficiency

which is the target for exascale research. Contrary to popular

belief, FPGA code is significantly simpler in comparison to

GPUs utilizing latest design entry techniques.

II. MOTIVATION AND CASE STUDY

In this work, we use as a case study an application from

the biomedical domain which is of utmost importance in

the context of genome and cancer research. In particular,
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we consider the problem of finding the sequence alignment

between two strings that can be nucleotides. Techniques for

efficiently solving this problem have proven to be important

tools to biomedical researchers, however the availability of an

increasing volume of genomic data is putting a lot of pressure

on the High Performance Computing (HPC) community to

further improve the performance.

In particular this work considers the Smith-Waterman [10]

algorithm used to solve the sequence alignment problem.

While this algorithm is designed for cancer research, as

similarity search algorithm it has a much wider applicability.

For instance, it can be exploited to perform fingerprint analysis

or to identify web-page duplicates [11].

As a fundamental application in the field, there have been

many attempts to improve its performance. In particular multi-

ple approaches, exploiting different accelerators (Central Pro-

cessing Unit (CPU), GPU, FPGA), have been proposed over

the last few years [12]–[15]. This heterogeneity, combined

with the continuing increase in the amount of data used as

a reference database, makes this application a perfect fit for

the analysis performed in this paper. It is in fact easy to

foresee that, in the next few years, common solutions based on

multicores CPU and even GPU will not be able to provide an

acceptable level of performance while meeting a reasonable

power budget.

This combined effort in optimizing performance and power

budget is in fact what characterizes the Exascale research. In

this context custom hardware accelerators will play a key role

as we will show in the remainder of our analysis. In this work

we analyze three different implementations available in the

literature of the Smith-Waterman algorithm. The first one is a

GPU implementation of the algorithm [14] which makes use

of the high thread and data level parallelism available on GPUs

to reach very high performance, while at the same time having

the drawback of an high power consumption. The second

solution targets a Xeon Phi coprocessor [13] that exploits a

many core architecture. While the last solution we analyzed

uses an FPGA exploiting instruction level parallelism [16].

These three solutions are compared using different metrics (i.e.

pure performance, energy efficiency, and code complexity) on

a single node machine and then we extrapolate insights on

cluster scaling and what will then be happening in an exascale

context.

A. Algorithm description

The Smith-Waterman algorithm is a dynamic programming

algorithm that performs pairwise local sequence alignment be-

tween two strings, called the query and the database. The main

difference among the Smith-Waterman algorithm and other

algorithms is that it does not exploit heuristic mechanisms;

consequently the alignment produced is guaranteed to be the

optimal one with respect to the considered scoring system

[17]. This algorithm takes as input two strings, the query and

the database, and identifies how the query sequence aligns to

the database. The processing steps to obtain the alignment

are mainly two. The first one involves the computation of

two matrices, namely the similarity (S) and the traceback (T)

matrix, and the identification of the maximum element in the

similarity matrix. The second one performs the real alignment,

following the directions stored in the traceback matrix.

1) Matrices Computation: Given two strings, namely the

query and the database sequence, and a scoring system, this

first step of the algorithm computes a similarity and traceback

matrix. The first one holds the scores of the comparison

of each element of the string with the database sequence.

The scores are calculated using the provided scoring system.

Each element of the similarity matrix is calculated as in

Equation (1).

S(i, j) = max

⎧⎪⎪⎨
⎪⎪⎩

S(i− 1, j − 1) + s(Ni,Mj) Match/Mismatch
maxk≥1S(i− k, j) + gapdel Deletion
maxk≥1S(i, j − l) + gapins Insertion

0

⎫⎪⎪⎬
⎪⎪⎭

(1)

where

1 ≤ i ≤ n, 1 ≤ j ≤ m (2)

In Equation (1) gapdel and gapins represent the gap-scoring

scheme in case of deletion or insertion, s(Ni,Mi) is a

similarity function over the two considered elements of the two

strings, N represents the query, M represents the database, n
is the size of the query string and m is the size of the database.

For each element stored into the similarity matrix, we store

also a value in the traceback matrix. The traceback matrix is

created to hold the directions that will be used to create a valid

alignment. Each element in the traceback matrix identifies the

direction of the element representing the maximum score in

Equation (1). As the maximum is calculated over 4 values,

there are 4 possible directions, namely north, north-west, west

and center. During the computation of this two matrices,

the algorithm keeps track of the maximum element in the

similarity matrix, as well as its index. This values will be

used for the following step of the algorithm.

2) Traceback: Once the two matrices have been computed

and the index of the maximum element identified, the al-

gorithm can perform the final alignment. In this step, the

algorithm starts from the element in the traceback matrix

identified by the index of the maximum element of the scoring

matrix and follows the directions stored to find the optimum

alignment. The algorithm keeps following the directions stored

until a center is found. Then it returns how the query string

aligns to the database.

From a high level analysis of the algorithm it is under-

standable that it is a good candidate for an implementation

on parallel machines. The first step of the algorithm is highly

parallel as each element that is located on an anti-diagonal

of the similarity matrix is dependency-free, once the elements

of the two previous anti-diagonals have been computed. This

means that it is possible to compute independently and at

the same time the elements of each anti-diagonal. In the case

of the second step of the algorithm, the level of parallelism

exploitable is very low. As each direction stored in the

traceback matrix provides information of the next direction

to follow, this step must be executed sequentially.
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III. SINGLE NODE ANALYSIS

In this section we discuss our experimental apparatus, the

results of our performance, power and energy evaluation,

complexity of the code for each implementation and finally

our conclusions of the single node analysis.

A. Experimental Platform

In all experiments, the Smith-Waterman algorithm was

accelerated by a PCIE based accelerator card, all of which

are high performance computing grade. Below we describe

the specifications of each accelerator.

The FPGA accelerator board used in our experiments was

the ADM-PCIE-KU3 by AlphaData. It is equipped with a

Kintex Ultrascale KU060 FPGA device with 331,680 LUTS,

2,760 DSP slices, 663,360 flip-flops, and 38MB of onchip

memory in the form of so called block RAM (BRAM).

The board also hosts 2x8GB DDR3 ECC memory with a

theoretical peak memory bandwidth of 25.6GB/s. The peak

power consumption for the board is 25W. For all experiments,

our designs were executed with a clock frequency of 250Mhz.

The Smith-Waterman implementation used was developed by

the authors using Xilinx’s OpenCL development environment

SDAccel and is fully described in [16].

For our Xeon Phi experiments, we used a Xeon Phi 3120P,

with 57 cores running at 1.1Ghz. This device is equipped

with 6GB of GDDR5 ECC memory with a peak theoretical

memory bandwidth of 240GB/s. The device has a rated peak

power consumption of 300W. The software implementation

instrumented on this device was SWAPHI-LS [13] and is

implemented using a combination of OpenMP for thread

parallelism and AVX instrinsics for SIMD vector parallelism.

Finally, the GPU in our experiments was the Nvidia Tesla

K40c. This Kepler architecture device hosts 15 SMX, running

at 745Mhz. The board hosts 12GB of GDDR5 ECC memory

with a peak theoretical memory bandwidth of 288GB/s. The

peak power consumption of this device is 235W. The software

implementation in the case of the GPU was SW# [15], [18],

which is implemented with Nvidia CUDA.

B. Performance and Energy Efficiency

In our experiments, we compared the performance of all

three accelerator devices executing the Smith-Waterman algo-

rithm on inputs of varying M and N . Each device was sent the

same synthetic FASTA format input files, a query of length n
and a single database entry of length m. The results are shown

in table I.

We report measurements derived only from the execution

time on the device, excluding memory allocation and data

transfer with the host. In the case of the FPGA, OpenCL events

are used to measure this value. For the Xeon Phi, we report

the value produced by the SWAPHI-LS tool, and for the GPU,

we report the kernel execution time as reported by the Nvidia

CUDA profiler nvprof. All performance measurements are

reported in units of Giga Cell Updates per Second (GCUPS),

which is the number of cells of the similarity matrix (in

billions) being updated per second as done so in the literature.

TABLE I
GCUPS PERFORMANCE OF GPU, XEON PHI AND FPGA WITH VARYING

INPUT SIZES

n m GPU Xeon Phi FPGA

128 16384 0.3013 0.253278 5.737

128 131072 0.2873 2.446417 6.26044

128 1048576 0.1809 11.180068 6.3516

256 16384 2.4154 0.590401 30.487

256 131072 0.5754 5.136217 40.069

256 1048576 0.35732 22.183034 42.4216

The formula for converting execution time to GCUPS is

presented in equation 3, where t is execution time in seconds.

We measured performance of one query against one

database entry of varying sizes. At this task the FPGA achieves

the best performance with a 1.9x-118x speedup over the other

devices (as shown in table I). The performance advantage

here is due to the FPGA’s high degree of pipeline parallelism,

allowing the FPGA to constantly read, compute and write the

results in parallel.

In the case of the GPU implementation the performance

decreases in both cases of an increasing m and n due to

the worsening ratio of m to n, leading to an inability to

exploit the resources of the device. This behavior is known

to the developers of SW#. For the Xeon Phi, the performance

improves due to the increasing partitioning of data in parallel

across threads and SIMD units.

Due to the data parallel nature of the GPU and Xeon

Phi, they derive high performance from scheduling many

query/database lookups in parallel exploiting thread level

parallelism. This configuration is typical of a production de-

ployment when multiple query/databases have to be performed

at the same time. To fully utilise the FPGA implementation in

this context, we would queue multiple lookups sequentially to

the FPGA device.

To better compare our FPGA solution with the other two

architectures we rely on published best results. For the GPU

we used the data in [14], while for Phi we rely on [12], [13].

Both of these works demonstrate the performance achievable

with the Smith-Waterman algorithm in a typical production

environment. In figure 1, we show the peak measured perfor-

mance for the three devices. As we can see, if we consider

a real use case scenario instead of the single query/database

alignment, the FPGA is now having the lowest performance

(42.42 GCUPS) compared to the Phi (58.8 GCUPS) and the

GPU (169.7 GCUPS).

To derive worst case energy efficiency, we used the thermal

design power (TDP) for the three platforms which are 25W for

the FPGA, and 300W for both Phi and GPU. fig. 2 shows the

results of the energy efficiency comparison. With the TDP of

an FPGA being 6 times lower than any of the other devices, the

resulting energy efficiency of the FPGA solution outperforms

GPU and Phi counterparts by more than a factor of 3x.

GCUPS =
m∗n
t

109
(3)
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C. Code Complexity

In this section we discuss the various implementation design

entries.

In the case of the FPGA implementation, the kernel is

implemented using the Vivado High Level Synthesis C/C++

design entry. This level of abstraction allows the developer to

express efficient hardware architectures using comparatively

less code than traditional RTL based designs, on a par with

existing accelerator devices as seen in table II. The final imple-

mentation, was completed using the SDAccel framework, that

abstracts the system design step, increasing the productivity

while leveraging high performance.

The GPU implementation, is developed with Nvidia CUDA.

The CUDA framework is nowadays the most widely used one

thanks to the fact that it is generally provides a greater suite of

vendor optimized libraries when compared to other GPGPU

programming paradigms such as OpenCL.

SWAPHI-LS [13], the implementation used on the Xeon

Phi, was developed with a combination of AVX intrinsics and

OpenMP pragmas. The former facilitates access to the SIMD

vector instructions, while the latter brings thread parallelism

across the 57 cores.

By comparing number of lines of code used, reported in

table II, we can see how, contrary to common belief, the

FPGA is not the solution requiring the most code. The reason

behind this comes from the availability of new tools that

TABLE II
LINES OF CODE PER IMPLEMENTATION

Device Lines of code

FPGA 194

GPU 371

Xeon Phi 177

automatically perform translation from C/C++ language to

the RTL description. The shortest code is the Phi’s one since

OpenMP and AVX intrinsics allow to perform what are usually

complex operations in few lines of code. Finally, the GPU

requires 2̃x lines of code compared to the other two since to

extract good performance on a GPU you need to adapt the

code to GPU architecture and memory hierarchy.

D. Discussion

As shown in [19], a specific device can be shown to give the

best performance for a particular application. For this applica-

tion, the device yielding the highest performance depends on

m, n, the volume of and ratio of queries to databases. GPU

and Phi need multiple query/database alignment in order to

express their full potential. Looking at the results presented

we see an increase of performance of 70x when moving

from a single query to a fully loaded GPU (2.5x in the case

of the Xeon Phi). On the contrary our FPGA solution has

good performance for a single alignment, when compared to

the other two architectures, and keeps that same performance

when multiple alignments are required due since they will be

executed in a queue.

In general the FPGA solution guarantees a more consis-

tent performance which does not depend on the number of

alignments performed, but has the lowest top performance

when the system is kept fully loaded. However, despite the

lowest performance, the FPGA is able to obtain the best power

efficiency compared to the other solutions.

IV. FROM CLUSTERS TO EXASCALE

In this section, we describe the process of moving the

various implementations to a multiple node cluster.

The first issue in scaling is to make effective use of multiple

acceleration devices in the same node. In the Smith-Waterman

application, query to database lookups are independent. As-

suming each compute device has a full copy of the database,

we can partition the queries between the devices. In the case

of all three devices, the offload is managed by the host CPU

runtime. For GPU this is the CUDA runtime, for Xeon Phi it

is the MIC runtime and for the FPGA, we have used OpenCL.

Given the current longest sequenced DNA transcript has a

length of 20 billion base pairs [20] and current efforts target

a 35 billion base pair organism, storing the whole database

on each device is in that case practical only on for the FPGA

implementation, due to the high memory density of off-chip

memory and the efficient 2bit compressed representation of the

data [16]. As the data cannot be efficiently processed in this

format on the other two devices, the FPGA brings a scaling

benefit to this application.
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Current approaches to large scale distributed computing

are centered on MPI. MPI provides a C API for message

passing between distributed processes within an application.

These messages carry data between processes or control syn-

chronization. The API supports point-to-point and collective

operations which facilitate communication of data from all

to all (MPI Alltoall), from all to one (MPI Gather) and

from one to all (MPI Scatter) processes. Though MPI can

pass messages between processes operating on the same host

through shared memory, applications developed with MPI

frequently use another parallel programming framework such

as OpenMP to parallelize at the thread level. MPI can also be

used in conjunction with accelerator devices through the use

of OpenCL, CUDA and Xeon Phi offload.

Both swsharp and swaphi-ls have an MPI capability to

partition a workload across multiple nodes. In [15] and [13] we

see how the problem scales near linearly to multiple devices

using the MPI capability. From here we project the best

performance of the applications for each device from figure 1

using the scaling seen in [13], [15]. Up until now, we have

considered each accelerator as a standalone device from an

energy efficiency perspective. In practice we must consider

the effect of the system hosting these devices on the overall

energy efficiency of the nodes and total system at large.

In figure 3 we extrapolate for each device, the energy

efficiency of a node using a varying number of each ac-

celerator for three different host systems of varying base

power consumption: 100W, 200W, and 300W. We consider

this base power to represent only the wall power and we do

not consider the power consumed by cooling and interconnect

infrastructure. As shown in figure 3, the energy efficiency of a

node with 20...24 Xeon Phi is saturated once four accelerators

are included. For the GPU, a better energy efficiency is

achieved of 0.5 GCUPS/W, but the value is saturated also

after four compute accelerators. For the case of the FPGA, a

high energy efficiency of 1.36 is achieved with 16 accelerators

and does not saturate until 256 FPGA are in the single node.

Consolidating more accelerators into a single node is also

beneficial in terms data locality inside the datacenter.

The single node analysis assumed that the multiple accel-

erators per node are connected by means of PCIE connection,

while at datacenter scale we need to take into account multiple

nodes communicating via the network infrastructure. In the

remainder of the discussion we assume linear scaling when

moving from one node to multiple nodes. Although this

assumption might be seen as too simple, we have to keep

in mind that for Smith-Waterman algorithm we only need

to communicate to the multiple nodes the query, which is

generally a short string and after that the compute intensive

part can execute without any synchronization. Communicating

a set of short strings is unlikely to saturate the network

bandwidth available in today datacenters, so linear scaling

in this case may be a reasonable assumption to perform our

analysis.

Our first analysis consists in identifying, starting from

the possible nodes configurations identified, what is the per-
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TABLE III
PERFORMANCE, POWER CONSUMPTION AND PERFORMANCE/W/NODE

FOR EACH DEVICE

Architecture GCUPS/Node W/Node GCUPS/W/Node

FPGA 678.75 500 1.36

GPU 2715.20 4900 0.55

Xeon Phi 940.80 4900 0.19

formance currently attainable considering the power cap of

20MW identified for Exascale computation. Figure 4 illustrates

the performance attainable by replicating a node configuration

as many time as possible while respecting the power cap.

Three plots reports the solutions for the three different node

base power. As we can see the low power efficiency of the

Xeon Phi lead to a poor result at scale for this architecture, less

than 5 PCUPS. The high power consumption of the GPU does

not allow to instantiate a high number of nodes, but the higher

performance of this architecture allow to possibly attain more

than 10 PCUPS with today’s hardware. Finally we can see

that the high power efficiency of the FPGA, coupled with the

lower power footprint of the nodes (when consolidating more

than 4 or 8 FPGAs), would allow us to obtain more than 25

PCUPS in the best scenario (base node power of 100W) and

20 PCUPS in the worst one. From this analysis it is clear how,

in this specific application, FPGA is a promising architecture

to target the exascale scenario.

Finally we show the minimum number of nodes required to

attain one Exa CUPS, and the total power they would consume

in table IV. As the table shows the FPGA is the architecture

with the lowest power footprint at scale, but the actual footprint

is significantly higher than the 20MW power cap that exascale

research wants to obtain. From this we can conclude that, even

if the FPGA is currently the best alternative for this particular

solution, the research to achieve exascale is still very open.

V. CONCLUSION

In this paper, we have explored the performance, energy

efficiency and code complexity of the Smith-Waterman al-

gorithm using the best known measurements. Overall, we

found the GPU to have the best performance, but the FPGA
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TABLE IV
#NODES REQUIRED FOR EXACUP COMPUTATION AND TOTAL POWER

ESTIMATE

Architecture #Nodes for ECUP Total Power(MW)

FPGA 1473306 736.65

GPU 368297 1804.66

Xeon Phi 106295 5208.33

to demonstrate the best energy efficiency within a single

node deployment. When scaling this algorithm over multiple

accelerator devices to a multinode cluster, we are taking into

account the base power of the host system. For this scenario,

we found that the FPGA implementation provided the best

scalability to high numbers of accelerators. We extrapolated

to find that for host systems with three example base power

consumption, what implementation would provide the best

performance within the 20MW exascale power envelope. Fur-

thermore, the FPGA solution offers the highest performance

followed by the GPU and PHI, although the FPGA required

overall the highest numbers of individual nodes to achieve the

performance. Lastly, given the translation of a CUP operation

on the FPGA to be 32 operations, the FPGA solution would

achieve an exa operation of this application using 46040 nodes

in 736MW. In future, we will develop our implementation

to support multiple pipelined alignments, extend our design

to support protein alignment and work towards a distributed

multi-FPGA implementation.
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